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Introduction

This user manual provides background information and example problems in addition to specific
instructions on the use of tools. Please note that context sensitive help is available to answer
specific questions regarding the PubGene interface while in use. Also, our support staff can be
contacted by e-mail (info@pubgene.com) and are happy to answer specific questions and to
provide instruction.

Why PubGene?

PubGene is designed to present information on genes, proteins and related keywords in an
organized and intuitive form. Although researchers enjoy a wealth of easy access information
from public databases it is a challenge to retrieve information efficiently in the context of individual
genes. There are more than twelve million MEDLINE records in the electronically searchable
PubMed data base at the National Library of Medicine. About ten-thousand new records are
added every week. Searches are confounded by the fact that many genes are known by several
synonyms, as well as certain synonyms being ambiguously mapped to several genes. To further
complicate matters, gene naming across species is not consistent; for example, genes studied in
C. elegans may not be easily recognized by identifiers of their human equivalents. PubGene
navigates these many obstacles to provide researcher with up-to-date and comprehensive
information on individual genes, their associated proteins and their relationships to other genes.
(For a discussion of the issue, see, for example Nature 2001: 411:631-2, PMID: 11395736).

Exhaustive and up to date information

PubGene subscribers use a graphic interface to access databases that catalogue the occurrence
of symbols and phrases identifying genes in the scientific literature. Databases are updated on a
biweekly basis through searches of MEDLINE records. Searches are performed using a list of
synonyms for each gene that include the primary gene ID (as listed in Entrez Gene) and other
symbols and phrases used to identify the gene and its protein product. Furthermore, the graphic
interface can present lists of articles, allowing the researcher to find all records mentioning the
gene.

Discover relationships between genes

PubGene not only catalogues individual genes but gene pairs. That is, PubGene lists records that
co-cite gene identifiers. Co-citation suggests biological relationship between the implicated genes
(Nature Genetics 2001 28:21-8, PMID 11326270). PubGene uses co-citation to create networks
of gene identifiers, allowing the possibility for the discovery of relationships between two genes
via an intermediary gene. In addition to lists of articles, PubGene can search for keywords using
gene identifiers, or use keywords to find genes (MeSH, GO and chemical identifiers). Multiple
gene identifiers can be submitted at a time to check for relationships between these.



What is new in PubGene 2.7?

Our developers have made several changes to the PubGene interface as well as “back-end”
innovations in how data is processed and retrieved. These changes are intended to make
PubGene more powerful and easier to use.

The Bio Networks tool

PubGene users will notice that we have renamed our “Network Browser” to “Bio Networks” and
that networks are now presented by way of Java. The new network visualization system has a
number of improved features including the ability to select and manipulate graph contents.
Visitors to PubGene will be instructed to install a Java plug-in if this is lacking. Also, we have
added a new network construction option based on co-citation within sentences and functions
previously presented as individual tools are now fully integrated into Bio Networks. To learn more,
experiment and read the section on Bio Networks below.

Workspace

The Workspace provides a way to save results of queries and lists of genes and to be able to
access these for future use in PubGene. Visitors are encouraged to establish a Workspace
account and to log in at the beginning of each session.

Sequence Homology integration

Users can now transfer gene queries to the Sequence Homology tool from Bio Networks and Bio
Associations. Clicking the Sequence Homology tab carries a search term into the tool from the
other tools. You can also select genes presented in Bio Networks for export to the sequence
homology tool. Also, some of the sequences retrieved in a query from the Sequence Homology
tool are mapped to gene names and these are linked to the other PubGene tools and functions.



Additional organisms
Genes and proteins for several organisms are
recognized by PubGene:
. Homo sapiens (human)

Mus musculus (mouse)

Rattus norvegicus (rat )

Bos Taurus (cow)

Canis familiaris (doq)

Sus scrofa (piq)

Gallus gallus (chicken)

Takifugu rubripes (puffer fish)

Danio rerio (zebra fish)

Drosophila melanogaster (fruit fly)
Caenorhabditis elegans (nematode)
Arabidopis thaliana (plant)

Oryza sativa (rice)

Saccharomyces cerevesia (yeast)
Schizosaccharomyces pombe (yeast)
Escherichia coli (bacteria)
Streptococcus pnemoniae (bacteria)
Staphylococcus aureus (bacteria)
Bacillus antracis (bacteria)

Bacillus cereus (bacteria)

. HIV (virus)
By selecting among these choices, terms

retrieved will be limited to those relevant to that
organism (although some “cross-over” is likely
since many authors use gene and protein
terms interchangeably across species). On the
flip side, it may be that a search that considers
genes and protein orthologs across species is
desired. In this case, the All organisms option
combines terms across species by coordinating
orthologs and treating species specific IDs as
synonyms were authoritative sources allow.




Workspace

PubGene users are encouraged to create a Workspace account and then login to My Workspace
at the beginning of each session. The Workspace allows the user to save queries and lists of
genes for later reference and use in PubGene. The Workspace functions as an accessory to the
Bio Networks and Bio Associations tool as well as the Literature function found under these tools.

Registration
Click on the My Workspace Login tab to create a Workspace account.

A login page will open including a link for new users to register and create an account. The
register link will open a new page that allows you to submit your name and e-mail address.

Enter your name and e-mail address in the appropriate fields. Clicking the register button will
cause an e-mail to be sent to the address which will include information to guide you through the
login procedure.



Login

Return to the Workspace page and login with the Username and Password provided in the e-
mail: the Username will be the e-mail address used in the registration procedure and the
Password a randomly generated string of letters.

Please note your Password for future reference. A link on the login page allows you to renew your
Password should you forget the original. The renewed Password in combination with your original
Username (e-mail) will restore access to your saved queries and lists of genes.



Saving queries and lists of genes

You can save queries and lists of genes from the Bio Networks or Bio Associations tools as well
as from Literature Search function after logging into your Workspace account. The function for
saving a query makes a record of selected search terms, options and parameters used in the
initial query. A saved query can then be re-submitted from the Workspace page. A re-submitted
guery thereby will include any relevant new information added to PubGene databases since the
time of the initial query (see the Bio Networks section on saving images or lists to files if you wish
to make a “hard copy” of individual query results at a specific point in time). The names of
individual genes can also be saved. New queries with saved gene names can then be launched
from the Workspace page.

Saving queries: Use the field just under the query submission pane to save a query to your
Workspace. Type a word or phrase into the field labeled “Result name” a name and click the text
“Save in Workspace”. The genes or biological terms and parameters used in the query will be
saved in the Workspace for future sessions with PubGene.

The text “Saved result” will replace the Save in Workspace field once the query has been
successfully saved.



Click the Workspace tab at the top of the submission menu to view a list of saved results. As
seen in the screenshot below, the Results list seen in the Workspace shows queries saved from
the Bio Networks and Bio Associations tool as well as Literature queries launched from either of
these tools.

The Result list table is structured in 5 columns summarizing the saved query. Clicking column
headings initiates a sort by column contents. The first column lists the type of query saved (i.e.
Bio Network, Bio Association or Literature) and provide a hyperlink that will resubmit the query to
the current database. A query “re-run” will be submitted using the original query terms (genes or
biological terms) and settings (Options and Parameters) chosen at the time the query was saved.

Saving genes: Genes retrieved in queries to the Bio Networks and Bio Associations tools can
also be saved to the list in your Workspace.

To save a gene from a keyword to gene Bio Associations query simply click Save Gene in the
Gene List Action column. After clicking the entry in this column will change to indicate that the
gene has been added to your list. Also, genes already saved will be noted as such in this column.

There are two ways to add genes to your list from the Bio Networks tool: either by the “point and
click” method from the network graphic image or by selecting terms from the Terms related table
and using Send selected terms and choosing Gene List Workspace.



Using the first method, place the mouse cursor on one of the gene nodes in the network image
and click to reveal a menu. Select Send term to from the menu and Gene List Workspace from
the options presented (genes already saved in your Workspace will be indicated as such).

The second method allows you to select one or several genes and then export them to the Gene
List using this option under the Send selected terms to pull down menu.
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The Workspace Gene list is presented in a table structured in 7 columns. The first column
contains the Symbol identifying the gene. To the left of each gene symbol is a check box that
allows the user to select one or more of the genes. Selected genes can be used in a query to any
of the PubGene functions using the radio buttons and Submit bar above the table. The remaining
columns show the Full Name, HOMOLOGENE Organisms, number of Articles citing the gene,
number of Neighbors (other genes appearing in articles together with the gene), Alternative

symbols (synonyms) used to designate the gene and the option to delete the gene entry from the
list.
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Bio Networks

Bio Networks let you explore “network neighborhoods” of genes. That is, PubGene displays
groups of genes in response to a query term. A query is submitted by typing a gene or protein
name into the “Gene (s) and/or Protein (s) " query field. Queries can also be performed on
several names submitted simultaneously. Furthermore, individual keywords (MeSH, GO or
chemical terms) can be typed into the “Biological term " (keyword) query field to retrieve network
neighborhoods of associated genes or proteins.

Gene neighborhoods are presented graphically as networks (see examples below). Bio Networks
draws graphs with five branches radiating from the query term node by default. A ranking system
is implemented to discriminate when the query term has more than five direct neighbors. By
default, neighbors are ranked by co-citation frequency. That is, a count is made of the MEDLINE
records where both the query gene and a neighbor appear (or a recognized synonym of either of
these). Neighbors of a gene are thereby ranked according to this count.

Additional ranking options are available under Advanced Options link at the bottom of
the submission panel. With Advanced Options open the pull down menu titled “Relationship type
between gene(s) and/or protein(s) " is accessible. As described, Number of relevant
documents is the default scoring option. The second scoring option is to score by Interactions
based on number of relevant sentences.  Under this option MEDLINE records are inspected to
identify sentences containing an “interaction term” in addition to a pair of gene names. Interaction
terms, such as “bind” or “enhance” describe some sort of relationship. Under this option gene-
pairs are ranked by the number of occurrences of such sentences. Probability based on
number of relevant documents  creates networks reflecting the statistical probability of random
association. Networks drawn under this option prioritize branches with low “p” values. The weight
for a pair is calculated using the rules of binomial distribution. Explicitly, association weight is
C(N,obs) * p~obs * g"(N-obs) where: N is the number of records containing the query gene: obs is
the number of records containing both query gene and neighbor gene; p is the frequency of
records containing the neighbor and q = 1-p (this formula is discussed in greater detail in the
section on Bio-Associations on page 24). Probability based on sequence homology networks
are based on Expect values (E-values) calculated using the PARALIGN modification of the Smith-
Waterman protein homology algorithm. Pairs with low E-value are prioritized since these are
inversely correlated to sequence similarity (see section on Sequence Homology tool for more).
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The query submission field titled Biological term allows the user to create a network of genes
associated with a keyword. A keyword can be submitted in combination with the options listed
above or as an individual query (see Examples 4 and 7 below). Networks of gene names are
generated around the submitted keyword based on relative frequency of co-occurrence of these
genes with the keyword (using the same logic as in the probability option discussed above). The
tool will only accept one keyword at a time.

Information retrieved in a query with Bio Networks

Graphic output: The graphic visualizations of networks are comprised of “nodes” representing
individual genes and “edges” representing the connections between nodes. Nodes are colored to
reflect proximity to the submitted query terms. The node drawn around the query gene or protein
is colored bright red, its direct neighbors are shown with a darker red, and neighbors of query
neighbors are colored black. Edges are labeled with values to reflect the strength of the
relationship between the two connected nodes. Edge-values show the “strength” of the
association between the two nodes as mentioned above in the description of different network
options.

The graphic depictions of networks in PubGene are often simplifications of more complex
networks. A list of immediate literature neighbors may be very long for well studied genes: TP53
has over 3000 neighbors, for example. It would be impractical, and perhaps not particularly
informative, to attempt to draw exhaustive networks for well studied genes and proteins.

The user can control the level of complexity in the networks drawn by opening Network
parameters. Sensitivity (Edge weight) , Max nodes , Max depth , Max branch and Max
Branch(2) can each be modified. Within the parameters decided by the user, genes are included
in the graphic based on their ranking relative to one another.

Note that network complexity can also be manipulated using interactive controls on the display.
For one, nodes can be moved and re-arranged by “dragging” with the mouse cursor. Nodes can
also be deleted by clicking with the mouse cursor and choosing the Delete option. And nodes and
edges can be limited by altering the sensitivity range through the sliding control seen near the
bottom of the display window.

The neighbors of the query term can be explored by clicking directly on the corresponding symbol
in the graph and choosing to generate a new network around the term.

Connecting edges (lines between gene nodes) in the network images are also interactive and

linked to article lists. To access a list of articles and highlighted abstracts, click an edge and the
Browse literature text that then appears. This opens the Literature function

13



Textual information and links: Background information on the query gene is shown in the
Information about box at the top left of the display panel. This box is a scrollable table in two
columns headed as Property and Value. Entries in the Property column describe the information
type listed in the value column. These types include:
- Term —recognized gene symbol or keyword corresponding to the query term (in some

cases translated from the query text).

Name — “full” name associated with the term

Article count - number of Medline records containing the query term or one of its

synonyms at least one time (returns 0 in Sequence mode).

External DB - databases used to decide the official symbol, name and common

synonyms for the term (databases HUGO = Human Genome Organization, EG = Entrez

Gene, GDB = Genome Database).

Neighbours - number of literature neighbors (genes or proteins co-cited at least once

with the query term) or sequence neighbors (genes or proteins whose sequence similarity

to the query term is above cut-off)

Alt. symbols — synonyms used in search

External databases - lists primary data sources of the information reported

The Terms related box shows a full list of literature or sequence homology neighbors. This list is
also scrollable and can be sorted by clicking column headings. Check boxes to the left of each
gene ID can be used to select genes from this list to be used in subsequent queries in any of the
PubGene tools or functions. Genes can also be selected “in batch” using the select first terms
field at the bottom of this box.
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To perform queries on selected genes, use the Send selected terms pull down menu to submit a
guery to the listed tools and sub-functions. The options available are: Literature Search (Boolean
or Set Cover Search), Mesh Associations, and Gene Ontology Associations, Chemical and
Compounds, Sequence Homology and Gene List Workspace.

The icons seen on the top bar provide print, save, zoom and full screen options for the network
image.

Example 1: Selectin L synonyms and neighbors

Let us build a literature co-occurrence network for human selectin L gene. Selectin L is known to
have many synonyms. PubGene provides an output that automatically incorporates all
recognized synonyms, sparing the user the tedium of compiling a synonym list and checking each
synonym individually. For this example, let us key in the primary term for selectin L gene, SELL,
and choose the large output file and leave the default settings for graph parameters.

As you will see, a list of synonym names for selectin L is displayed above the graph. PubGene

combines all those synonyms when the co-occurrence is calculated, and all the synonym names
for the partner genes are taken into account as well.
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You may use this window as a portal to retrieve information about selectin L from the external
databases, such as OMIM, or Gene / Protein NCBI databases by clicking on the appropriate link
below the list of synonyms.

You can change the graph parameters to get a more (or less) complicated graph output. When
you are satisfied with the graph generated (for example, if you would like to use for a publication
or presentation), you may export it in Postscript, .jpg, or .gif format by choosing the appropriate
option from the menu on the right side of the graph, or in SVG format by clicking on the .svg
option below the graph. Please note that in the SVG mode, the nodes and edges on the graph
are interactive: by clicking on a node, you will be able to build a literature network for that gene,
and by clicking on the edge, you will be able to retrieve all the literature abstracts where these
two genes were co-cited together (you will also get the articles where these genes were cited
under any of their synonym names).
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Example 2: Disease (MeSH) annotations of graph

Let us now add disease annotations to the network built for human selectin L gene. We will keep
all of the parameters as in the Example 1, but will choose “Disease (MeSH)” in “Annotate Graph”
option. The resulting graph should look like the one below. The top scoring Disease from the
MeSH library will be shown for each gene, the scoring for MeSH-gene annotation is probabilistic
by default (whereas the score for gene-gene co-occurrence is absolute). Likewise, you can
choose to annotate your graph with the Function, Process, Component or Chemical Substance
information.

17



Example 3: Network based on sentences containing in  teraction terms

Networks drawn under this option are constructed on the basis of gene neighbors occurring in a
sentence together with an interaction term. The table below shows a list of articles retrieved using
the interaction option. This table is structured in six columns: Article PMID, Interaction Term,
Sentence, Year, Author and Title. The interaction term is from a dictionary of special words that
are often used to describe biological processes. The indicated term will appear in the
corresponding sentence together with the gene terms from the query.
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Example 4: Probabilistic network on selectin L gene and Cell Adhesion

Let us now build the probabilistic literature network build for human selectin L gene but ask to
limit the information displayed to those genes that are also linked to the Cell Adhesion process.
The parameters remain as in the Example 1, but we change the network type to Probability and
enter the keyword “Cell Adhesion” in the Enter Keyword field and also change the parameter
“Primary Keyword Genes or Proteins” to 0 and “Max Depth” to 3. The resulting network will look
like the one below.
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Example 5: Sequence homology network on selectin L protein (LYAM1)

Let us now build a sequence homology network for human selectin L amino acid sequence.
Select the Sequence option from Relationship between gene(s) and/or protein(s)  from the
Advanced Options submenu and resubmit the query with the gene ID SELL.

Sequence homology networks allow you to quickly visualize proteins with similar structure, and to
draw inferences about genes that are not extensively studied.
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Example 6: Simultaneous query with Selectin-Land S  electin-P

The researcher may be interested in an overview of literature associations or in comparing
synonyms on several genes at a time. For such purposes, Bio Networks can be applied to
multiple query terms simultaneously. In this example gene IDs SELL and SELP (for Selectin-L
and Selectin-P respectively) are used in a simultaneous query. PubGene will accept terms
separated by a comma or semicolon. Note that the textual information appears in the Information
about table for the selected gene. Also, because of their equal status as query terms, nodes for
both SELL and SELP are highlighted in hot red in the network image.
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Example 7: Keyword query “Cell Adhesion”

In Example 3 we saw how a network built around the gene SELL could be modified to prioritize
genes associated with the keyword “Cell Adhesion”. In this example we will use the keyword “Cell
Adhesion” as the sole query term. As in Example 3, the phrase “Cell Adhesion” is typed into the
Keyword query field (without quotation marks). But in this case the Gene or Protein IDs query
field is left blank. To expand the number of genes drawn in the network, and to limit these to
those directly associated with the query term, the “Primary Keyword Genes or Proteins” term to
15, Max depth parameter to 1, and Max branch parameter to 15. Also, the Edge Weight Limit was
set to 400 to reduce the complexity of the graph and emphasize strong connections between
genes. The resulting graph will look like this:

Please also note that if you increase the Max depth parameter to 2 or more, additional genes will
appear on the graph. These genes will have different colors as they will be first or second order
neighbors of the 15 genes displayed in bright red. However, ALL genes on the graph will be
linked to the keyword term “Cell Adhesion”.
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Bio Associations

The Bio Associations tool prepares lists of keywords associated with gene or protein terms.
Conversely, keywords can be used in a query to return lists of associated genes and proteins.
Although keyword searches can be performed within Bio Networks, the Bio Associations tool
provides users with additional search options: search terms can be combined and output ranked
according to combinations of different parameters.

The Bio Associations input menu is shown in the image below.

The Bio Associations tool can be used in two “directions” as reflected by the presence of two
guery fields on the submission menu. The first of these two fields is labeled “Gene(s) and/or
Protein(s)” and the second field is labeled “Biological term.”

Gene(s) and/or Protein(s) : This field is used for gene to keyword searches. Multiple gene or
protein names can be submitted simultaneously from this query submission field. A gene name
submitted as a query will return a list of keywords (Biological terms) associated with the gene (or
protein) name. The user can limit the output to certain types of keywords using the check-box
panel. Keywords are arranged in the check-box panel according to category. That is, there are
MeSH, GO and Chemical-entity keywords. MeSH terms are Medical Subject Headings compiled
by The National Library of Medicine that fall under subcategories organism, chemical, disease,
anatomy, general biology and physical science categories. Gene Ontology or GO terms describe
gene functions, processes and component localization of genes. GO terms are subdivided
according to “Component”, “Function” and “Process” categories. Drug & Compound terms are
from the RN (Registry Number) fields from the NCBIs Medline database and include designations
for drugs and other substances.

Biological term: This field is used to search for genes that are associated with a specific
keyword. A single recognized keyword can be submitted to search for a list of associated genes.
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The Advanced options link opens a menu that allows the user to alter parameters for a query.
Parameter changes affect searches in either “direction” both from gene-to-keyword and from
keyword-to-gene. The user can choose how lists of retrieved terms are ranked through the
“Single term-scoring” options. To illustrate this, consider a search for GO terms associated with
an individual gene ID. The Bio Associations tool returns a list of GO terms that co-occur with the
qguery gene in Medline records. The list is ranked depending on scores assigned to each of the
co-occurring GO terms. Scoring is computed by one of three methods that can be selected by the
user.

Probabilistic
Relative
Absolute

The default method is “Probabilistic . Using this method, scores approaching 0 show the
“strongest” association between the query gene and GO term. In principle, scores can be on the
range of 0 to 1. The scores are given by the rules of binomial distribution such that for any given
gene name and any given term:

score = C(N,obs) * pMobs * g*(N-obs)

Where

N = number of records containing gene

obs = number of records containing gene AND term

p = term/total (number of records containing term divided by total number of records)
q=1-p

C(N,obs) = N!/[obs!*(N-obs)!] (i.e. combinatorial N choose obs)

One can view the likelihood of finding any given gene name and term in the same record as a
coin toss problem, albeit with a bent coin that lands much more frequently on “tails” than it does
on “heads”. The variable p is the frequency of records containing the term, and may be viewed as
the “heads” side of the coin. The “tails” side of the coin comes up with a frequency of g (i.e. 1 - p).
The variable N reflects the number of records containing the gene name, which corresponds to
the number of times the coin is thrown in the coin toss analogy. The actual number of times we
see “heads” when the coin is tossed N times is denoted by the variable obs; this is the number of
records that contain both the gene name and the term.

So the formula shows the probability of the term and the gene occurring together the observed
number of times under the assumption that their co-occurrence is not meaningful but instead
simply a random event (i.e. the probability of the null hypothesis).

In a concrete example, imagine a database containing 1000 records, 10 of those records
containing a specific gene name, 20 records containing a specific term, and 7 records containing
both the gene name and the term. Solving the formula using these numbers yields the following:

score = 10!/[7!*3!] * (20/1000)"7 * [1-20/1000]"3 = 1.45E-10

Clearly, 7 “heads” out of 10 “throws” when the coin is bent such that the frequency of “heads” is
20/1000 would be very unusual and strongly suggests that the co-occurrence of gene name and
term is meaningful.

“Relative " option scores GO terms based solely on the frequency with which the gene and term

co-occur. In terms of the symbols used above the score is described by obs/N and the score for
our concrete example would be 0.7000.
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The “Absolute ” option ranks lists according the sheer number times a GO term is associated with
the query gene. In the terms used above, the scores under this option are simply the “obs”
variable and in the concrete example would be 7.

The general example used to illustrate the Bio Associations tool in the context of a gene query for
GO terms can also be applied to protein queries, as it can be applied to queries using genes or
proteins to find MeSH or Chemical terms or searches from keyword terms to genes and proteins.

Searches can also be performed with multiple gene or protein terms as a query. Scores are
computed according to three options when multiple query terms are submitted:

Multiply Scores
Disjunctive
Individual

“Multiply Scores " (conjunctive) combination is the default option. The scores computed for the
individual search terms are multiplied under the Multiply Scores option. Scores for individual
search terms that are similarly high will be combined to have a higher score than those where
one of the terms is great and the other small. To understand the effect of this scoring option
consider that 50 X 50 = 2500 whereas 2 X 200 = 400.

By contrast, the “Disjunctive ” option for score combination adds the scores of the search terms.
The effect of addition is to emphasize target terms with high scores in at least one of the search
terms. A target term scoring 2 and 200 relative to a pair of search terms would be prioritized over
one scoring 50 in both terms (2 + 200 = 202, 50 + 50 = 100).

Under the “Individual " option separate lists are compiled for each of the search terms submitted.
The individual option is simply a “batch” submission option returning the same lists of target terms
that would be returned by search with these terms individually.

Note that there is an option to load lists of query terms as a file. File upload follows the same
procedure familiar from Bio Networks described in Example 7 above.

Example 1: MeSH disease terms associated with SELL ~ and SELP

Here the investigation of selectin genes is continued using the Bio Associations tool to find
disease terms. The Advanced Options input menu was opened, and “Genes or Proteins to
Medical MeSH terms” was chosen was chosen from the pull-down menu under the heading
“Select Bio Associations Type”. Also, to remove the other MeSH sub-category options, all except
“Diseases” were unchecked. In addition, the “Absolute” option is chosen with regard to term
scoring, and the “Disjunctive” option for term score combination. The input menu and results are
shown in the figure below. Results appear as a table with the disease condition listed under the
column heading “Term” and the “Score” columns showing the number of articles connecting SELL
and SELP with the corresponding condition (the list continues below what is shown). As
discussed earlier, the Absolute option uses a simple count of records to score terms, and the
combined score for query terms under the disjunctive option is the sum of scores for individual
guery terms (see also the general introduction to the Bio Associations tool above and Example 2
below).

Also, the entries in the columns are hyperlinks to additional information. Selecting a disease term
by a click of the mouse brings up a list of genes which are the result of a Bio Associations search
with the corresponding MeSH term. Selecting a one of the values in the “Score” column returns
the articles in which the query terms (the genes and corresponding MeSH term) appear.
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Example 2: Term scoring options illustrating ration ale for choice of defaults

This example illustrates the scoring concepts discussed in the general description of the Bio
Associations tool.

In Example 1 above, MeSH disease terms were presented in a list ranked by their corresponding
scores. Scores were calculated in terms of absolute numbers of articles. At the top of the list in
Example 1 is the term “Inflammation”, that, at the time of this writing, occurred in 47 MEDLINE
records together with one or both of the gene SELL or SELP. That is, the scoring method used in
Example 1 was Absolute (records with either of the query genes and the disease term are simply
counted) and term score combination was Disjunctive (scores for each of the query genes in
relation to the term are added).

By contrast, in this example the Probabilistic and Multiply Scores options were selected.
Probabilistic scoring emphasizes the frequency of independent occurrences relative to co-
occurrence. This means that terms occurring frequently together with the query genes but
infrequently without the query genes will be scored above terms that are generally frequent in the
literature. Multiply Scores score combination is the product of term scores. The effect of
multiplying is to emphasize terms whose component scores for each query gene are similar over
those where one gene score is high and the other low. So by choosing the Probabilistic and
Multiply Scores options we rank for terms that are significantly associated with both SELL and
SELP. Note that scoring is set to the Probabilistic and Multiply Scores options by default in the
Bio Associations tool.

The figure below shows the terms at the top of the list retrieved by a query using the genes SELL
and SELP in combination for MeSH disease terms under the Probabilistic and Multiply Scores
scoring options. Note that the terms listed tend to refer to more specific conditions than those in
the previous example: the term ranked first here is “Sezary Syndrome”, whereas “Inflammation”
topped the list under the previous query with different scoring options.
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Sub-functions Summary and Abstract Retrieval

The Bio Networks and Bio Associations tools each contain links to a summary page for query
genes as well as systems for retrieving lists of MEDLINE records and abstracts.

The Summary sub-function is launched by clicking the hypertext seen near the bottom of the Bio
Networks and Bio Associations results windows (Summary). Information provided on this page
includes the gene symbol, alternative names and symbols, a list of up to ten sequence neighbors
ranked by expect values, a list of up to ten literature neighbors ranked by number of articles and
tables of MeSH, GO and Chemical keywords associated with the gene.

The user can also call for a list of MEDLINE records, and ultimately abstracts with highlighted
search terms, pertaining to a query submitted from the Bio Networks or Bio Associations tool. A
“point and click” approach can be used in the Bio Networks tool. Or the Send selected terms to
function can be used to launch either a Boolean or SetCover retrieval of records for selected
genes. In the Bio Associations tool, lists of articles pertaining to a set of genes and a keyword can
be retrieved by clicking the hyperlink in the Article column in the tables describing gene-keyword
associations.

The records retrieved using Literature Search are listed in a table including PubMed IDs, year of
publication, Author and Title of the article. Each ID is a hyperlink to a version of the MEDLINE
record prepared by PubGene in which the query objects are highlighted in color.

Examples of launching a Literature search under both Boolean and SetCover options from Bio
Networks and Bio Associations tools are given on the following pages.
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Example 1: Retrieve records including BUB1B or one of its synonyms

In this example a query is performed using a single identifier for a gene to illustrate some of the
features of Abstract retrieval in its simplest form. The output from the search includes the official
version of the query object (BUB1B), additional synonyms that were used in the search and a
table listing MEDLINE records in which the query object or synonyms were found.

Select BUB1B from the network image or by clicking its box in the Terms related table and then
choose SetCover Article Search from the Send selected terms to menu. This will open a list of
MEDLINE records that mention BUB1B or one of its synonyms. Records are listed in descending
ID order thereby placing the most recent at the top.
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As mentioned, record IDs are hyperlinked to the record text in which the search object has been
highlighted in color. PubGene will open this text in a separate window when the hyperlink is
activated with the mouse pointer.
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The figure on the previous page shows the highlighted MEDLINE record from the top of the list
seen in the previous figure. Note that these authors chose the term BubR1 as shown by the text
string highlighted in pink. The text string used in this query was BUB1B, which is the symbol used
in Entrez Gene and other recognized databases. As mentioned, synonyms were used in the
query that retrieved this record. These are listed above the title. Note that the exact case variant
used by the authors is not among the list yet the algorithm used is able to correctly include this
record.

Links to the corresponding record in PubMed and Print options are seen just above the synonym
list on the right.

Example 2: Boolean and Set Covering combinations of terms

Normally, the Literature Search tool is applied to multiple terms. The figures below show how to
choose either Boolean (AND) or SetCover combinations of genes in a Literatures search
launched from Bio Networks and the differences in the results obtained.

The Send selected terms to function includes Boolean and SetCover options in its menu. In this
example the Boolean option and the genes BUB1B, BUB1 and MAD2L1 are selected (note the
green and white check on the network nodes for these genes and the checked boxes near the
corresponding entries in the Terms related table). Clicking the Go button in the Send selected
terms to function initiates the search for literature.
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At the time of this writing there are 22 MEDLINE records that mention all three of the genes
BUB1B, MAD2L1 and BUBL1. The screenshot below shows how PubGene presents these:

Clicking on the entries in the Article PMID column will open a new browser window showing the
PubGene highlighted abstract. A section of the text from the top abstract in the list (Pinto et al.) is
shown below. Note that recognized gene symbols and synonyms are highlighted.
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Roughly speaking, the SetCover Article Search is more inclusive than a Boolean AND but more
selective than a Boolean OR search. The SetCover approach can be said to answer the question:
“Which articles contain many of my query genes?”

An important aspect of the SetCover function is that includes the parameter Cover multiplicity.
This parameter limits the number of articles that the function will retrieve. Cover multiplicity is set
at 10 by default but can be increased to as many as 50 articles.

The ranking criteria is designed to consider articles containing as many of the query terms as
possible first and article date second.

When genes BUB1B, MAD2L1 and BUB1 are submitted to a SetCover search the articles at the
top of the list are identical to those retrieved in a Boolean search. However, when Cover
multiplicity is adjusted to 30 or more the list will include articles that mention only two of the query
genes (and further down the list only one of the query genes).
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Example 3: Article Searches involving genes in comb ination with keywords

PubGene also allows you to gather articles that cite genes in the context of a specific keyword
(MeSH, GO or Chemical term).

In the Bio Networks environment, network edges between genes and keywords (as seen in
annotated gene networks and networks around keywords) are hyperlinked to their corresponding
article lists. The image below shows the activation of the network edge between BUB1B and the
keyword centromere protein E. Clicking the Browse Literature icon will open the appropriate
literature list.

In the Bio Associations tool, entries under the Article column are hyperlinks to article lists (see
screenshots next page).
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This screen shot shows a table of MeSH terms related to the gene BUB1B.

This screen shot shows a table of genes associated with the MeSH term “Mitotic Spindle
Apparatus”.
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Sequence Homology

The Sequence Homology tool carries out a sequence database similarity search and produces a
list of matching sequences and corresponding sequence alignments. It provides the same
function as familiar software like BLAST or FASTA but instead uses PARALIGN. PARALIGN is a
new method which searches using an approximation of the Smith-Waterman sequence alignment
algorithm run on a powerful computer cluster. The advantage of PARALIGN is that it produces
alignments indistinguishable from those generated by the calculation intensive Smith-Waterman
method in time comparable to BLAST. The Smith-Waterman algorithm is generally accepted as
the "gold standard" for searches and alignments and is more accurate than commonly used
alternatives (PMID: 11266569, Rognes, Nucleic Acids Research 2001, 29 (7), 1647-1652,
describes PARALIGN and its relationship to Smith-Waterman).

The screen-shot below shows the Sequence Homology input menu in “Advanced Options” view.

The upper portion of the input menu seen in the screen-shot contains the same fields shown in
the “Simple Options” view (Query Sequence Option, Query Sequence, Input File and Database).
As in other PubGene tools, the user can toggle between “Simple” and “Advanced” options using
the appropriate button at the lower left corner of the menu. The fields presented in “Simple
Options” are sufficient for most users and have been chosen as the default mode.
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The fields in the lower portion of the menu are exclusive to the “Advanced Options” menu view.
These fields provide pull down menus that allow the user to change the way in which alignments
are executed. The function of the various options will be discussed in greater detail below.

How to submit sequences

The Query Sequence Type field at the top of the menu provides three modes for submitting
sequences: 1) Amino acid query vs any type of database (default option); 2) Nucleotide query
(translated) vs any type of database; 3) Nucleotide query vs nucleotide database (direct
comparison). Option 1 is appropriate when submitting amino acid sequences. Option 2 can be
used when submitting a nucleotide sequence which is directly analogous to a protein (e.g. a
cDNA sequence) and Option 3 should be chosen when sequences include non-translated
nucleotide sequences such as gene sequences and their non-translated segments such as
control regions and introns.

PubGene users can submit a sequence to the Sequence Homology tool by typing an amino acid
or nucleotide sequence into the “Query Sequence” field. Alternatively, a text file can be loaded
using the field or browse button associated with the Input File field. Simultaneous query through
submission of multiple sequences can also be performed, as will be shown in some of the
examples below.

The database field allows the user to select from a variety of databases. There are a total of
fourteen databases listed within the pull-down menu in this field. Four of of these are “protein”
(amino acid sequence) databases. The description of each of these is preceded by “P:" in the list.
The remaining ten nucleotide sequence databases are preceded by “N:” in their descriptions.

Note that submission to protein databases should normally be used only under Query Sequence

Option 1 (amino acid sequences) or Option 2 (nucleotide sequences that can be meaningfully
translated to amino acid sequences).
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The four available protein databases are:

1) SWISS-PROT (latest release);

2) NCBI Non-redundant amino acid sequence database;
3) Patent database (peptides) (NCBI);

4) PDB (peptides).

Both amino acid and nucleotide sequences under applicable Query Sequence Options can be
submitted to any of the ten nucleotide sequence databases.

The ten available nucleotide sequence databases are:
1) NCBI nucleotide sequence database;
2) All ESTs (NCBI);

3) Human ESTs (NCBI);

4) Mouse ESTs (NCBI);

5) Other ESTs (NCBI);

6) HTGS database (NCBI);

7) GSS database (NCBI);

8) STS database (NCBI);

9) Patent database (nucleotides)(NCBI);
10) PDB (nucleotides)(NCBI).

Altering alignment method

There are five primary aspects of the sequence alignment method that can be controlled by the
fields presented in the “Advanced Options” menu view:

1) Algorithm

2) Scoring

3) Expect Range

4) Query Strands

5) Maximum Values

The fields and values presented in this portion of the menu will change appropriately depending

on the Query Sequence Type chosen. In particular, the scoring parameter will be appropriate for
either amino acid or nucleic acid sequences. Also, the Query Strands field is only present when

the “Amino acid query vs any type of database” option is chosen.

Note that option to choose Smith-Waterman over the default PARALIGN approximation of Smith-
Waterman is available from the pull-down Algorithm.

The rationale for making changes to the alignment procedure and the effects of such changes are
beyond the scope of this manual. Suffice it to say that experts in sequence alignment may want to
change the settings available here. Those interested in learning more should refer to literature
discussing the Smith-Waterman algorithm and the PARALIGN method (PMID: 7265238 Smith,
Waterman Journal of Molecular Biology 1981, 147(1):195-7 and PMID: 15980529 Saebo et al.
Nucleic Acids Res. 2005 33:W535-9).

Settings used are reported with the output under the Options heading discussed in Example 1
below.
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Example 1: Query Swiss-prot with protein sequence

This example will pick up the theme used in previous examples exploring aspects of the Selectin-
L gene SELL and its associated protein. An exercise may be to query Bio Networks with SELL
and Send terms to the Sequence Homology tool.

This will open the Sequence Homology tool. Click the submit button to retrieve the amino acid
sequence mapped to the gene SELL and initiate a Smith-Waterman search using PARALIGN
technology.
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Information is presented in several forms once the search procedure has completed. At the top of
the results page is a description of the PARALIGN version used in the search. Below this is
information grouped under the following headings:

Navigation — Table presenting summary of results and links to details

Query — The submitted sequence as reformatted by the program

Database — Description of the database searched with the query sequence

Options — The various settings used in the search of the database

Search — Specific time, computer resources and procedures expended in the search
Results — Indicates number of hits and number of hits and alignments presented

Graphical overview — Bars indicating aligned sequences color coded by expect value with
added information from mouse-over and hyperlink to corresponding alignment.

Sequences — Table listing names of retrieved sequences linking down-page to alignments
against query and linking out to sequence in primary source databases

Alignments - Individual sequences compared directly to query by alignment

Below are more detailed descriptions of the output.

The Navigation graphic

This table provides a summary of the results and hyper-links down-page to detailed results. The
table is comprised of seven columns. The entries under the column headings Query, Shown hits
and Alignments hyperlink to output found down-page under the headings Query, Sequences and
Alignments respectively. The values under the remaining columns indicate the number of
retrieved sequence with E-values that fall within the indicated interval. In this example, 21
sequences were retrieved from Swiss-Prot that when compared to the query sequences
produced E-values less than 1e-20 (i.e. the similarity of these 21 sequences to the query is highly
significant). Another 79 sequences produced E-values on the interval from 1e-20 to 1e-5. None of
the 100 sequences returned had E-values falling on the interval from 1e-5to 1 or greater than 1.
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Expect values (E-values)
The output depicting retrieved sequences rank these according to increasing E-value (i.e. with
sequences most similar to the query at the top of the list).

The degree of similarity between the query and database sequence is indicated by the score of
the alignment of the sequences. However, the expect value (E-value) is a generally a better
indicator of the significance of match than the raw score. The E-value indicates the number of
matches expected to be found just by chance having an alignment score at least as good the one
at hand. If a match has an E-value of 100 it is usually statistically insignificant, as one would
expect 100 at least equally good matches to appear by chance. An E-value of 0.001, however, is
usually significant, as such a match would appear by chance only once in a thousand searches.
Anyway, the biological significance of a match is often quite different from the statistical
significance. In addition, the accuracy of the statistical significance presented by the E-value may
vary.

The E-value, as calculated by PARALIGN, is dependent on the raw alignment score (S), the
length of the query sequence (M), the length of the database sequence (N), the number of
database sequences (C), as well as the scoring system used (substitution matrix and gap
penalties). The E-value is calculated according to the following formula:

E=CKM Nexp(-1S)

Here, M’ and N’ are the lengths of the query and database sequences subject to a length-
correction term, d, and are calculated as follows:

M’ =max (1, M —d)
N’ =max (1, N —d)
d=In(KMN)/H

K, I and H are scoring system dependent constants. The natural logarithm and exponential
functions are used.

This method of calculating E-values is quite similar to how BLAST and FASTA computes E-
values, but does not take sequence composition into account. For more information on
calculation of expect-values, see the following paper:

Altschul SF and Gish W (1996) Local alignment statistics. Methods in enzymology, 266, 460-480.

As an example, we will calculated the E-value of a protein query sequence of 216 amino acids
matching a database protein sequence of 389 amino acids with an alignment score of 169. The
database contains 186234 sequences. Default scoring parameters are used; the substitution
matrix is BLOSUMG62, the gap open penalty is 10, and then gap extension penalty is 1. For these
scoring parameters, the following pre-computed constants are used: K=0.27, L=0.047 and
H=0.23. The formulas above give an E-value of 8-10-12, which is shown as 8e-12.
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Graphical Overview

This provides a superficial overview of alignment results. The gray numbered bar near the top of
the graphic represents the query sequence (372 amino acids in length). Each bar below the query
bar represents one of the sequences retrieved from Swiss-Prot. The length and position of these
bars show where they align to the query sequence. Also, the bars are color coded to indicate the
expect value corresponding to that sequence in comparison to the query. As indicated by the key
directly above the query bar, green bars indicate E-values below 1e-20 etc. Mouse over functions
display details on individual sequences. The mouse pointer was positioned over one of the short
blue bars when this screen-shot was taken. The mouse-over fly-out appearing near the pointer
shows that this blue bar corresponds to a “CUB and sushi” sequence. More information on “Cub
and sushi” and its similarity to the query sequence appear in the gray box with dashed border at
the top of the graphic. Moreover, each of the bars is a click-able hyperlink to the corresponding
detailed alignment down-page under Alignments .
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Sequences

The sequence table provides a brief description of the sequences retrieved from Swiss-Prot and
some measure of their similarity to the query sequence. The first column in the table lists
retrieved sequences according to a descriptive name. The descriptive texts, such as such as “L-
selectin precursor (Lymph node homing receptor)”, are hyperlinked to corresponding alignments
down-page under alignments. Entries in the second and third columns link to sequences by NCBI
gi number and SWISSPROT respectively. The values under the columns headings “Score” show
raw alignment scores. Those under e list E-values.

Alignments

Alignments to the query sequence are for each of the retrieved sequences are shown under this
heading. Below is that for the “Cub and sushi” protein mentioned above.

Much of the same information and hyperlinks available in the Sequence table are reiterated here.
In addition, there are statistics describing the nature of the alignment: Length (retrieved sequence
total length in Swiss-Prot is 3565 aa); Identical (40 aa of the 152 aa in the retrieved sequence are
identical to the query); Positive (61 of 152 aa are functionally similar) and Indels (14 “gaps” were
introduced to produce the alignment).

The alignment is labeled to show sequence segments chosen by the alignment procedure. That
is, the aligned segment of the query (Q) sequence starts at position 178 and ends at 316,
whereas the retrieved sequence (D) starts at 2705 and ends at 2855. Positions occupied by
identical amino acids along the alignment are indicated by a vertical line ( | ) whereas the +
symbol indicates “positive” (functionally similar) amino acids. Gap insertions are denoted by a
dash within the “gapped” segment (i.e. 13 dashes occur within this query sequence segment and
1 within the retrieved sequence).

CUB and sushi multiple domains protein 1 precursor gi|38604975 sp|Q96PZ7|CSMD1_HUMAN
Length: 3565 aa
Score: 155 Expect: 7e-09 Gaps: 4

Identical: 40/152 (26%) Positive: 61/152 (40%) Inde Is: 14/152 (9%)
Q: 178 YTCNCDVGYYGPQCQFVIQCEPL--EAPELGTMDCTHPLGN---------- FSFSSQCAF 225
| ++  +] +[]l] [ [+ +

I |
2705 YQCNPGFRLVGTSVRICLQDHKWSGQTPVCVPITCGHP-BPAHGFTNGSEFNLNDVVNF 2763

D

Q: 226 SCSEGTNLTGIEETTCGPFGNWSSPEPTCQVIQCEPLSABLGIMNCSHPL-ASFSFTSA 284
HELTE | LI il I g

D: 2764 TCNTGYLLQGVSRAQCRSNGQWSSPLPTCRVVNCSDPERAIRHGQQNFPESFEYGMS 2823

Q: 285 CTFICSEGTELIGKKKTICESSGIWSNPSPIC 316

D

LRI s B
2824 ILYHCKKGFHLLGSSALTCMANGLWDRSLPKC 2855
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Example 2: Query database with two sequences

The point of this exercise is to show how two sequences can be entered into the query field
simultaneously and how to interpret the output generated by the search. This example uses DNA
sequences, but the same syntax can be used on any sequence type.

Multiple sequences are submitted in FASTA format, as below:

>sequence namel
CCAAGTATTGACTCACCCATCAACAACCGCCATGTATTTCGTACATTACTGCCAGCCACC

>sequence name2
GTACCACCTAAGTATTGGCTTATTCATTACAACCGCTATGTATTTCGTACATTACTGCCA

That is, type in the “>" symbol, a name for your sequence and a “carriage return” before each
sequence entered. The screen-shot panels below shows how Neanderthal and Chimpanzee
mitochondrial control region DNA were entered in a simultaneous search of the NCBI nucleotide
sequence database.

The descriptors “>neanderthal” and “>chimpanzee” were each typed into the query field. As in
Example 1, the computers mouse-select “cut and paste” functions were used to copy the
sequences from database entries.

The output is organized under the same headings as discussed in Example 1. The Navigation bar

provides hyperlinks down-page to the headings Query, Sequences and Alignments
corresponding to each of the query sequences.
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