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Introduction

This user manual is meant to provide the user with background information and example
problems in addition to specific instructions on the use of tools. Please note that context sensitive
help is available to answer specific questions regarding the PubGene interface while in use.

Why PubGene?

PubGene is designed to present information on genes and proteins in an organized and intuitive
form. Researchers enjoy a wealth of easy access information from public databases. There are
more than twelve million MEDLINE records in the electronically searchable PubMed data base at
the National Library of Medicine. Each record describes published articles with title, abstract and
keywords. About ten-thousand new records are added every week. But it is a challenge to
retrieve information efficiently in the context of individual genes. Searches are confounded by the
fact that many genes are known by several synonyms, as well as certain synonyms being
ambiguously mapped to several genes. To further complicate matters, gene naming across
species is not consistent; for example, genes studied in mice may not be easily recognized by
identifiers of their human equivalents. PubGene navigates these many obstacles to provide
researcher with up-to-date and comprehensive information on individual genes, their associated
proteins and their relationships to other genes. (For a discussion of the issue, see, for example
Nature. 2001: 411:631-2, PMID: 11395736).

Exhaustive and up to date information

PubGene subscribers use a graphic interface to access databases that catalogue the occurrence
of symbols and phrases identifying genes in the scientific literature. Data bases are updated on a
biweekly basis through searches of MEDLINE records. Searches are performed using a list of
synonyms for each gene that include the primary gene ID (as listed in Entrez Gene) and other
symbols and phrases used to identify the gene and its protein product. Furthermore, the graphic
interface can present lists of articles, allowing the researcher to find all records mentioning the
gene.

Discover relationships between genes

PubGene not only catalogues individual genes but gene pairs. That is, PubGene lists records that
co-cite gene identifiers. Co-citation suggests biological relationship between the implicated genes
(Nature Genetics. 2001 28:21-8, PMID 11326270). PubGene uses co-citation to create networks
of gene identifiers, allowing the possibility for the discovery of relationships between two genes
via an intermediary gene. In addition to lists of articles, PubGene can search for keywords using
gene identifiers, or use keywords to find genes (MeSH, GO and chemical identifiers). Gene and
protein identifiers can be submitted individually or in batch. For example, PubGene provides a
method for defining a query as genes within specific chromosomal regions. Or identifiers can be
submitted as text files, and in the case of files generated from microarray experiments, gene
networks can be sorted according to expression level. Clustered expression data can also be
submitted to PubGene, or data can be clustered and analyzed using the built in K-means tool.
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The PubGene 2.6 interface

The tools in PubGene are accessed through the familiar environment of the web browser. This is
the case whether you are using a locally installed version or have access to PubGene through the
internet.

The opening page provides the user access to each of the tools within PubGene. Tools are
organized into two main categories: “Search” and “Analysis ". Search tools allow users to retrieve
specific information on genes and proteins in response to a query. Analysis tools are for grouping
and categorizing data.

Search and Analysis tools are available from the pull down menus on the bar at the top of the
internet browser window. There is also a pull down menu for Help. When using a specific
PubGene tool the Help link will open an internet window with instructions and descriptions
specific to that tool. Also under help is a link to a User Guide which describes PubGene tools in
the context of examples. At the far right of the pull down bar is a Logout button to end a user
session (automatic logout occurs after 1 hour inactivity).

Tools are also listed in the middle of the start page in two columns under their corresponding
categories. Search tools are the Network Browser , Bio-Associations , Literature , Summary ,
Names Search and Sequence Homology . Analysis tools are the Expression Literature tool, K-
Means Clustering and Chromosome Query .
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To illustrate how search terms are handled, consider an investigation of the protocadherin 42
gene. A typical entry point for a search is the Network Browser.

The image above shows the input menu of the Network Browser with a human gene ID (PCDH1)

typed into the query field. PubGene hides the input menu to display data retrieved after the query
is submitted (below).
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A textual overview, links to additional information and a graphic representation of literature
neighbors of the gene are displayed as output (see Network Browser section for a detailed
description).



The user may also wish to query the Bio-Associations tool with the term PCDH1. PubGene
automatically carries the term PCDH1 used in the Network Browser query into the Bio-
Associations tool by clicking the corresponding tab. Part of the output from this query is shown in
the image below. MeSH and Chemical keywords as well and sequence variants are also
available under the Bio-Associations tool (see Bio-Associations section for more details).

Similarly, by clicking the Literature tab, the query term PCDH1 is carried into the tool and articles
associated with the term are listed (more details in section on Literature tool).

Clicking the Summary and Names Search tools would also perform queries with the term
originally submitted and examined in one of the other tools. The Summary tool provides a list of
information as well as links to specific information from external sources. Names Search finds
terms in the PubGene dictionary that include the query, in this example the character string
PCDHL1. (The sections on Summary and Names Search tools provide more details).



Analysis tools can also be accessed from any page within the PubGene environment using the
pull down menu at the top of the window.

As in Search, all three tools in the Analysis group are available from tabs once one tool in the
category is opened. However, query data is not passed between Analysis tools.

In general, input menus are hidden from view after submission of a query to provide space for the
data display. To restore the view of the input menu, click the “Show Menu” button as seen in the
image below. When the menu is visible the “Hide Menu” button appears in this space.

There are both “Simple " and “Advanced " options for input menus in most of the PubGene tools
(the exceptions are the Summary tool in the Search group and the Chromosome Query tool in the
Analysis group). Simple options employ the default settings chosen by the development team at
PubGene. Opening the advanced options menu allows the user more control over display and
analysis parameters.

The various user controlled parameters and options are listed alphabetically in the Appendix, as
well as being discussed in the context of individual tools within their corresponding sections of the
manual.



Highlighted features in PubGene 2.6

Improved Network Browser tool

In addition to single terms, queries to the Network Browser can be submitted as lists of gene or
protein identifiers (functions associated with multiple terms were handled by a separate tool in
earlier versions of PubGene).

Shortest Path

Another new feature in the Network Browser tool is the “Shortest Path” option, which searches
cocitation databases to find the shortest (and strongest) path connecting any two gene or protein
identifiers.

Sequence Homology

Aligns amino-acid or nucleotide sequences against entries in databases (Swiss-Prot, NCBI, etc.)
using the PARALIGN parallel processing system that employs the sensitive and accurate Smith-
Waterman algorithm at speed comparable to BLAST or FASTA.

Query Term Highlighting
Query terms are highlighted in records allowing the user to quickly verify relevance and identify
the context of the terms.

Natural Language Processing

The rules of grammar are used to differentiate gene and protein identifiers from other entities. For
example, when sentence structure positions the text string “IF” as a noun rather than a
conjunction, PubGene algorithms will score the string as the HUGO official identifier for the gene
“| factor complement”.

Combined Gene-Protein Search

Search parameters can be set to treat protein names as synonyms for their cognate genes. Gene
and protein names can also be treated as separate categories, as in previous versions of
PubGene.

Combined organism
Using the Any organism option allows PubGene searches across organisms using gene and
protein symbols as grouped by NCBI HOMOLOGENE.

Additional organisms
Databases for several organisms have been added to the PubGene repertoire. Genes and
proteins from the organisms listed below are now recogmzed by PubGene:

Homo sapiens (human) Arabidopis thaliana (plant)

Mus musculus (mouse) - Oryza sativa (rice)

Rattus norvegicus (rat) - Saccharomyces cerevesia (yeast)
Bos Taurus (cow) - Schizosaccharomyces pombe (yeast)
Canis familiaris (dog) - Escherichia coli (bacteria)

Sus scrofa (pig) - Streptococcus pnemoniae (bacteria)
Gallus gallus (chicken) - Staphylococcus aureus (bacteria)
Takifugu (puffer fish) - Bacillus antracis (bacteria)

Danio rerio (zebra fish) - Bacillus cereus (bacteria)

Drosophila melanogaster (fruit fly) - HIV (virus)

Caenorhabditis elegans (nematode)



Search Tools

Network Browser

The Network Browser allows you to explore “network neighborhoods” of genes or proteins. That
is, PubGene displays groups of genes or proteins in response to a query term. A query is
submitted by typing a gene or protein name into the “Gene or Protein ID” query field. Queries can
also be performed on several names submitted simultaneously or as a list in a text file.
Furthermore, individual keywords (MeSH, GO or chemical terms) can be typed into the Keyword
query field to retrieve network neighborhoods of associated genes or proteins.

Network Browser input panel. Query using genes, proteins or keywords. The type of search and amount of information
desired can be modified through the various options provided. Fields for input and parameter settings are explained in
detail in the appendix.

Gene or protein neighborhoods are presented graphically as networks (see examples below).
The Network Browser draws graphs with eight branches radiating from the query term node by
default (see the Appendix under Max Branch to learn how the user can control this parameter). A
ranking system is implemented to discriminate when the query term has more than eight direct
neighbors. The system used to discriminate depends on the network option chosen. The
Literature option draws networks based on co-citation value for the various gene pairs. Networks
drawn under the Literature option prioritize branches with large edge values — that is, gene pairs
with the most records in common. Probabilistic Literature  networks are based on statistical
probability of random association. Probabilistic literature association (edge) weights are “p”
values. Networks drawn under the Probabilistic option prioritize branches with low “p” values. The
weight for a pair is calculated using the rules of binomial distribution. Explicitly, association weight
is C(N,obs) * pMobs * g™(N-obs) where: N is the number of records containing the query gene: obs
is the number of records containing both query gene and neighbor gene; p is the frequency of
records containing the neighbor and q = 1-p (this formula is discussed in greater detail in the
section on Bio-Associations on page 24). Shortest Path networks are constructed using a
minimum number of literature neighbors to join two genes. The shortest path algorithm prioritizes
pairs with large edge values as in the Literature option. Sequence networks are based on Expect
values (E-values) calculated using the PARALIGN modification of the Smith-Waterman protein
homology algorithm. Pairs with low E-value are prioritized since these are inversely correlated to
sequence similarity (see section on Sequence Homology tool for more).

Keyword submission can be used in combination with the options listed above. Networks of
gene or protein names are generated around the submitted keyword based on relative frequency
of co-occurrence of these genes with the keyword (logic as in Probabilistic Literature option
discussed above). The tool will only accept one keyword at a time.

PubGene will suggest options when unrecognized or ambiguous terms are submitted in a query
or will direct the user to the “Names Search” tool.




Information retrieved in a query with the Network B rowser.

Textual information and links: Background information on the query gene (or protein) is displayed
in a single row table above the graph. The column headings are as follows:
- Symbol - recognized symbol corresponding to the query term (in some cases translated
from the query text).
Name — “full” name associated with the symbol
[from DB] - databases used to decide the official symbol, name and common synonyms
for the term (databases HUGO = Human Genome Organization, EG = Entrez Gene, GDB
= Genome Database).
Articles - number of Medline records containing the query term or one of its synonyms at
least one time (returns 0 in Sequence mode).
Neighbours - number of literature neighbors (genes or proteins co-cited at least once
with the query term) or sequence neighbors (genes or proteins whose sequence similarity
to the query term is above cut-off)
Alt. symbols - synonyms used in search
Links to external databases — hyperlinks allowing user to jump to information on query
term contained in the indicated data bases
The hyperlinks to databases are: HUGO, Human Genome Organization; OMIM, Online
Mendelian Inheritance in Man; UniGene, organized view of the transcriptome from NCBI; Gene,
Entrez Gene at NCBI; Nucleotide , associated nucleotide sequence submissions to NCBI;
Protein , associated protein sequences at NCBI; Structure , protein structure information at NCBI;
Genome, information from Genome at NCBI.
Also, the term in the symbol column is hyperlinked to the PubGene “Summary” tool, providing
additional information focused on the query term.

Background hyperlinks displayed in response to query with gene ID “BUB1B".

Graphic output: The graphic visualizations of networks are comprised of “nodes” representing
individual genes or proteins and “edges” representing the connections between nodes. Nodes are
colored to reflect proximity to the submitted query terms. The node drawn around the query gene
or protein is colored bright red, its direct neighbors are shown with a darker red, and neighbors of
guery neighbors are colored black. Edges are labeled with values to reflect the strength of the
relationship between the two connected nodes. Edge-values show the “strength” of the
association between the two nodes as mentioned above in the description of different network
options (Literature, Literature Probability, Shortest Path and Sequence Similarity).

The graphic depictions of networks in PubGene are often simplifications of more complex
networks. A list of immediate literature neighbors may be very long for well studied genes: TP53
has over 3000 neighbors, for example. It would be impractical, and perhaps not particularly
informative, to attempt to draw exhaustive networks for well studied genes and proteins.

The user can control the level of complexity in the networks drawn through the graph parameters
Edge weight limit, Max nodes, Max depth, Max branch and Max Branch(2) found on the Network
Browser input menu (see Appendix for detailed description of these controls). Within the
parameters decided by the user, genes and proteins are included in the graphic based on their
ranking relative to one another. Rank values are assigned according to highest co-occurrence in
the literature (if literature associations are chosen for the analysis), on strongest homology (if
sequence homology of the particular gene or protein is investigated), or on the highest probability
that the link between the two search terms is not random (0 being the highest probability).
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Networks can be displayed using GraphViz SVG interactive graphics or as JPEG images. Note
that the dynamic options mentioned below (mouse over functions, hyperlinks from within images)
are restricted to the SVG (Scalable Vector Graphic) option. To use PubGene to its full potential
an SVG "plug-in" may be needed to enhance your internet browser. A plug-in is available free of
charge from Adobe (at the time of this writing available for down-load at
http://www.adobe.com/svg/viewer/install/main.html).

With the SVG graphic option, the image can be explored using the mouse-pointer. More detailed
information on a gene or protein will appear as a “fly out” label when the pointer is placed directly
over the corresponding node in the image. Also, the edges and edge-values between the chosen
node and other nodes will become highlighted in red. When the mouse-pointer is placed over an
edge a label will appear verifying the connected nodes (a useful feature in complicated graphs).

The neighbors of the query term can be explored by clicking directly on the corresponding symbol
in the graph. This will take you to the Network Browser window for that neighbor. If you wish to
explore the set of actual papers (in the “Literature” Network type) where your gene or protein of
interest was found together with another gene or protein in the graph, please click on the number
next to the appropriate link. This will take you to the Boolean Search window for the two search
terms in question, and will display the full set of MEDLINE IDs for the papers where these search
terms were found together. From that window, you will be able to view the corresponding
abstracts.

A table with the complete list of literature neighbors and a graphic representation of a portion of the network
neighborhood for the query gene BUB1B.

The full list of literature or sequence homology neighbors is given in the table to the left of the
graph. This is a scrollable list. To explore neighbors of a given gene or protein from that table,
select a neighbor and click 'Visit Neighbor' button. You may export this list to a file by clicking on
the "Export List" option on top of the table.

The graph can be exported as a postscript file, a .jpg or .gif picture, or plain text. To do this,

choose the proper export option from the Export Options menu to the right side of the main output
graph.
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Use the Subset Tool menu on the right hand side of the page below the Export Options menu to
submit the set of genes (or proteins) to any of the PubGene tools for gene (or protein) subsets.
The subset tools that can be used are: Literature Search (Boolean or Set Cover Search), Mesh
Associations, and Ontology Associations.

Image export and subset tools found at right side of network display

Example 1: Selectin L synonyms and neighbors

Let us build a literature co-occurrence network for human selectin L gene. Selectin L is known to
have many synonyms. PubGene provides an output that automatically incorporates all
recognized synonyms, sparing the user the tedium of compiling a synonym list and checking each
synonym individually. For this example, let us key in the primary term for selectin L gene, SELL,
and choose the large output file and leave the default settings for graph parameters.

As you will see, a list of synonym names for selectin L is displayed above the graph. PubGene
combines all those synonyms when the co-occurrence is calculated, and all the synonym names
for the partner genes are taken into account as well.

You may use this window as a portal to retrieve information about selectin L from the external
databases, such as OMIM, or Gene / Protein NCBI databases by clicking on the appropriate link
below the list of synonyms.

You can change the graph parameters to get a more (or less) complicated graph output. When
you are satisfied with the graph generated (for example, if you would like to use for a publication
or presentation), you may export it in Postscript, .jpg, or .gif format by choosing the appropriate
option from the menu on the right side of the graph, or in SVG format by clicking on the .svg
option below the graph. Please note that in the SVG mode, the nodes and edges on the graph
are interactive: by clicking on a node, you will be able to build a literature network for that gene,
and by clicking on the edge, you will be able to retrieve all the literature abstracts where these
two genes were co-cited together (you will also get the articles where these genes were cited
under any of their synonym names).

12



Network Browser Example 1 image

If, for example, you want to export the list of all literature neighbors of selectin L for comparison
purposes, you may do so by choosing the option above the list of all neighbors, to the left of the

graph.

Finally, if you would like to submit this gene in combination with some other genes from the graph
to other PubGene modules, such as Boolean or Set Cover Literature Search, MeSH, or Gene
Ontology Association modules, you may use the panel on the right side of the graph below the
graph output options.
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Example 2: Disease (MeSH) annotations of graph.

Let us now add disease annotations to the network build for human selectin L gene. We will keep
all of the parameters like in the Example 1, but will choose “Disease (MeSH)” in “Annotate Graph”

option. The resulting graph should look like the one below. The top scoring Disease from the

MeSH library will be shown for each gene, the scoring for MeSH-gene annotation is probabilistic

by default (whereas the score for gene-gene co-occurrence is absolute). Likewise, you can
choose to annotate your graph with the Function, Process, Component or Chemical Substance
information.

Network Browser Example 2 image.
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Example 3: Probabilistic network on selectin L gene and Cell Adhesion.

Let us now build the probabilistic literature network build for human selectin L gene but ask to

limit the information displayed to those genes that are also linked to the Cell Adhesion process.

We will keep all of the parameters like in the Example 1, but will change the network type to
“Literature (prob)” and enter the keyword “Cell Adhesion” in the Enter Keyword field and also
change the parameter “Primary Keyword Genes or Proteins” to 0 and Max Depth to 3. The
resulting network will look like the one below. Please note that all the genes displayed in the
graph are related to keyword “Cell Adhesion”, whereas the numbers in the table relate to
probability of co-occurrence of these genes with Selectin L gene in MEDLINE.

Network Browser Example 3 image
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Example 4: Sequence homology network on selectin L protein (LYAML1).

Let us now build a sequence homology network for human selectin L protein. The option for
changing the query term type from gene(s) to protein(s) is found in the Select Query term type
field, which is available in the Advanced Options input menu (as illustrated below).

The gene ID “SELL” used in the query is automatically translated into “LYAMZ1” which is the
primary ID for the cognate protein. Please note that automatic conversion is not always possible:
sometimes PubGene does not have an unequivocal translation option. In cases where automatic
translation is not possible the user is directed to the Names Search tool where a list of possible
alternative IDs is presented (more details are found in the section dedicated to the Names Search
tool).

etwork Browser Example 4 image
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Example 5: Simultaneous query with Selectin-Land S  electin-P

The researcher may be interested an overview of literature associations or in comparing
synonyms on several genes at a time. For such purposes, the Network Browser can be applied to
multiple query terms simultaneously. In this example gene IDs SELL and SELP (for Selectin-L
and Selectin-P respectively) are used in a simultaneous query. PubGene will accept terms
separated by a comma or semicolon. Note that the textual information returned in the query
includes background on both query terms. Also, because of their equal status as query terms,
nodes for both SELL and SELP are highlighted in hot red in the network image.

Network Browser Example 5 image
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Example 6: Shortest path between genes SELP and LTB R

This example shows how the Network Browser can be used to find the least number of nodes
necessary to connect the genes SELP and LTBR by cocitation. The exercise builds on the
previous example where a simultaneous query with the gene identifiers SELL and SELP were
used to draw a network. The graph generated with this query shows SELL and SELP as direct
neighbors (found together in 28 Medline records at the time of this writing). It also shows several
other genes that are indirectly related to one or both of the query terms. One of these genes is
LTBR (lymphotoxin beta receptor). In that network LTBR is connected to SELP via at least two
intermediary genes. Is there a shorter path? As mentioned earlier, the graphic depictions of
networks in PubGene may be simplifications of more complex networks. Therefore, a shorter path
through the literature connecting SELP and LTBR may well exist despite being absent from the
graphic in the previous example.

The shortest path setting is accessed from the “select network (association) type” pull-down in the
“Advanced Options” menu in the Network Browser. The terms SELP and LTBR were submitted
from query field to return the result shown in the figure below.

Using the shortest path option reveals that SELP and LTBR share a common neighbor VWF (von
Willebrand factor, a gene associated with a blood disorder). In the result presented here we see
that SELP and VWF are cocited in 38 records, whereas LTBR and VWF appear together in only
one. The detailed nature of the relationship between SELP and LTBR via VWF can be further
explored by following links to cocited records.

Network Browser Example 6 image
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Example 7: Multiple query terms submitted as a text file

The Network Browser tool also allows the user to retrieve information on a short list of genes
submitted in a tab delimited text file. As in the previous example, the researcher is interested in
the relationships between a predetermined set of genes. A list of genes submitted to PubGene
will allow the user to view a literature network, and quickly discover which genes have previously
been studied together. In this example, a text file was compiled for “selectin” related genes.

Network Browser Example 7 image 1. The “Advanced” menu of the Network Browser includes the “Upload File” link.
Upload file mode provides the option to browse and retrieve data stored in tab delimited text files.

A list of genes retrieved with the term “selectin” was compiled using the Name Search tool in
PubGene (to be discussed later). The list was copied into a text file. It was then loaded into
PubGene This was accomplished by choosing the “Advanced” option on the Network Browser
input menu, followed by the upload file option to open the file browser menu. The file was located
and loaded using the browser as illustrated in the figure above. This file has one header row, so
the header row option was checked and set to one.

19



The textual output returned from the file is shown in the figure below. The top panel in the figure
shows textual output on each of the genes listed in the file. Note that information regarding the
nature of the file is reported above the list of genes. In this example, the file analyzed was named
“Selectin Genes.txt”. To aid in ease of file submission (and possible adjustments to input menu)
the text of filename is a hyperlink to allow viewing of the file (shown in bottom panel in the figure).
Note that the file submitted contains information besides that used in the query. The first line is a
header row describing the two columns in the file (the user is required to indicate the presence of
a header row in the file on the input menu, see figure on previous page). The “Symbol” column on
the left contains the gene identifiers are the query terms used in the search. The “Pattern match”
column on the right contains descriptive aliases for the corresponding gene identifiers (“Pattern
match” refers to the string that was used to retrieve this list of genes). The buttons “Hide” and
“Show” determine whether a full list or only one of the genes in the file are shown in this output.

Network Browser Example 7 image 2
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Below the textual output is the network graph. As noted in previous examples, query term nodes
are colored hot red, neighbors of query terms are darker red and neighbors of neighbors are
black. From this graph we learn that selectin E, P and L (SELE, SELP, SELL) are cited together
several times, that selectin P ligand (SELPLG) is cited with all of these but, as expected, most
frequently with selectin P. Notice that these four genes show multiple instances of cocitation with
several other genes. The “connectedness” of these genes to the greater literature network
indicates that their function and interactions with other genes has been extensively investigated.
The other two genes in the list, SLIC1 and SVEP1 had no literature neighbors in Medline at the
time of this writing. These are examples of genes that are so far described primarily on the basis
of their sequence. The presence of the string “selectin” among the symbols used to designate
these two genes explains their inclusion in the list: the descriptive name of SLIC1 is “selectin
ligand interactor cytoplasmic-1" and one of the SVEP1 aliases is “selectin like protein”.

Network Browser Example 7 image 3
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Example 8: Keyword query “Cell Adhesion”

In Example 3 we saw how a network built around the gene SELL could be modified to prioritize
genes associated with the keyword “Cell Adhesion”. In this example we will use the keyword “Cell
Adhesion” as the sole query term. As in Example 3, the phrase “Cell Adhesion” is typed into the
Keyword query field (without quotation marks). But in this case the Gene or Protein IDs query
field is left blank. To expand the number of genes drawn in the network, and to limit these to
those directly associated with the query term, the “Primary Keyword Genes or Proteins” term to
15, Max depth parameter to 1, and Max branch parameter to 15. Also, the Edge Weight Limit was
set to 1000 to reduce the complexity of the graph and emphasize strong connections between
genes. The resulting graph should look like this:

Network Browser Example 8 image

Please also note that if you increase the Max depth parameter to 2 or more, additional genes will
appear on the graph. These genes will have different colors as they will be first or second order
neighbors of the 15 genes displayed in bright red. However, ALL genes on the graph will be
linked to the keyword term “Cell Adhesion”.
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Bio-Association

The Bio-Associations tool prepares lists of keywords associated with gene or protein terms.
Conversely, keywords can be used in a query to return lists of associated genes and proteins.
Although keyword searches can be performed within the Network Browser, the Bio-Association
tool provides users with additional search options: search terms can be combined and output
ranked according to combinations of different parameters.

There is also an option for discovering references to sequence variation for submitted genes or
proteins within the Bio-Associations tool.

The Bio-Associations input menu is shown in the image below.

The search options within the Bio-Association tool are:

Genes or Proteins to Gene Ontology terms

Gene Ontology terms to Genes or Proteins

Genes or Proteins to Medical (MeSH) terms
Medical (MeSH) terms to Genes or Proteins
Genes or Proteins to Chemical & Compound terms
Chemical & Compound terms to Genes or Proteins
Sequence Variation Search

Gene Ontology or GO terms describe gene functions, processes and component localization of
genes. GO terms are subdivided according to “Component”, “Function” and “Process” categories.
MeSH terms are Medical Subject Headings that describe compiled by The National Library of
Medicine from the organism, chemical, disease, anatomy, and general biology and physical
science categories.

Chemical & Compound terms are from the RN (Registry Number) fields from the NCBIs Medline
database and include designations for drugs and other substances.

Sequence Variation data is extracted from MEDLINE record title and abstract texts.
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The user can choose how lists of retrieved terms are ranked through the “Single term-scoring”
options. To illustrate this, consider a search for GO terms associated with an individual gene ID.
The Bio-associations tool returns a list of GO terms that co-occur with the query gene in Medline
records. The list is ranked depending on scores assigned to each of the co-occurring GO terms.
Scoring is computed by one of three methods that can be selected by the user.

Probabilistic
Relative
Absolute

The default method is “Probabilistic . Using this method, scores approaching 0 show the
“strongest” association between the query gene and GO term. In principle, scores can be on the
range of 0 to 1. The scores are given by the rules of binomial distribution such that for any given
gene name and any given term:

score = C(N,obs) * p~obs * g*(N-obs)

Where

N = number of records containing gene

obs = number of records containing gene AND term

p = term/total (humber of records containing term divided by total number of records)
q=1-p

C(N,obs) = N!/[obs!*(N-obs)!] (i.e. combinatorial N choose obs)

One can view the likelihood of finding any given gene name and term in the same record as a
coin toss problem, albeit with a bent coin that lands much more frequently on “tails” than it does
on “heads”. The variable p is the frequency of records containing the term, and may be viewed as
the “heads” side of the coin. The “tails” side of the coin comes up with a frequency of g (i.e. 1 - p).
The variable N reflects the number of records containing the gene name, which corresponds to
the number of times the coin is thrown in the coin toss analogy. The actual number of times we
see “heads” when the coin is tossed N times is denoted by the variable obs; this is the number of
records that contain both the gene name and the term.

So the formula shows the probability of the term and the gene occurring together the observed
number of times under the assumption that their co-occurrence is not meaningful but instead
simply a random event (i.e. the probability of the null hypothesis).

In a concrete example, imagine a database containing 1000 records, 10 of those records
containing a specific gene name, 20 records containing a specific term, and 7 records containing
both the gene name and the term. Solving the formula using these numbers yields the following:

score = 10!/[7!*3!] * (20/1000)"7 * [1-20/1000]"3 = 1.45E-10

Clearly, 7 “heads” out of 10 “throws” when the coin is bent such that the frequency of “heads” is
20/1000 would be very unusual and strongly suggests that the co-occurrence of gene name and
term is meaningful.

“Relative " option scores GO terms based solely on the frequency with which the gene and term
co-occur. In terms of the symbols used above the score is described by obs/N and the score for
our concrete example would be 0.7000.

The “Absolute " option ranks lists according the sheer number times a GO term is associated with

the query gene. In the terms used above, the scores under this option are simply the “obs”
variable and in the concrete example would be 7.
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The general example used to illustrate the Bio-Association tool in the context of a gene query for
GO terms can also be applied to protein queries, as it can be applied to queries using genes or
proteins to find MeSH or Chemical terms or searches from keyword terms to genes and proteins.

Searches can also be performed with multiple gene or protein terms as a query. Scores are
computed according to three options when multiple query terms are submitted:

Conjunctive
Disjunctive
Individual

“Conjunctive ” combination is the default option. The scores computed for the individual search
terms are multiplied under the Conjunctive option. Scores for individual search terms that are
similarly high will be combined to have a higher score than those where one of the terms is great
and the other small. To understand the effect of this scoring option consider that 50 X 50 = 2500
whereas 2 X 200 = 400.

By contrast, the “Disjunctive " option for score combination adds the scores of the search terms.
The effect of addition is to emphasize target terms with high scores in at least one of the search
terms. A target term scoring 2 and 200 relative to a pair of search terms would be prioritized over
one scoring 50 in both terms (2 + 200 = 202, 50 + 50 = 100).

Under the “Individual " option separate lists are compiled for each of the search terms submitted.
The individual option is simply a “batch” submission option returning the same lists of target terms
that would be returned by search with these terms individually.

Note that there is an option to load lists of query terms as a file. File upload follows the same
procedure familiar from the Network Browser described in Example 7 above.

The Sequence Variation option follows different rules than the keyword options and is described
in Example 3 on page 28 of this guide.
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Example 1: MeSH disease terms associated with SELL ~ and SELP

Here the investigation of selectin genes is continued using the Bio-Associations tool to find
disease terms. The Advanced Options input menu was opened, and “Genes or Proteins to
Medical MeSH terms” was chosen was chosen from the pull-down menu under the heading
“Select Bio-Associations Type”. Also, to remove the other MeSH sub-category options, all except
“Diseases” were unchecked. In addition, the “Absolute” option is chosen with regard to term
scoring, and the “Disjunctive” option for term score combination. The input menu and results are
shown in the figure below. Results appear as a table with the disease condition listed under the
column heading “Term” and the “Score” columns showing the number of articles connecting SELL
and SELP with the corresponding condition (the list continues below what is shown). As
discussed earlier, the Absolute option uses a simple count of records to score terms, and the
combined score for query terms under the disjunctive option is the sum of scores for individual
guery terms (see also the general introduction to the Bio-Associations tool above and Example 2
below).

Also, the entries in the columns are hyperlinks to additional information. Selecting a disease term
by a click of the mouse brings up a list of genes which are the result of a Bio-Associations search

Bio-Associations Example 1 Figure.

with the corresponding MeSH term. Selecting a one of the values in the “Score” column returns
the articles in which the query terms (the genes and corresponding MeSH term) appear.
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Example 2: Term scoring options illustrating ration ale for choice of defaults

This example illustrates the scoring concepts discussed in the general description of the Bio-
Associations tool.

In Example 1 above, MeSH disease terms were presented in a list ranked by their corresponding
scores. Scores were calculated in terms of absolute numbers of articles. At the top of the list in
Example 1 is the term “Inflammation”, that, at the time of this writing, occurred in 47 MEDLINE
records together with one or both of the gene SELL or SELP. That is, the scoring method used in
Example 1 was Absolute (records with either of the query genes and the disease term are simply
counted) and term score combination was Disjunctive (scores for each of the query genes in
relation to the term are added).

By contrast, in this example the Probabilistic and Conjunctive options were selected. Probabilistic
scoring emphasizes the frequency of independent occurrences relative to co-occurrence. This
means that terms occurring frequently together with the query genes but infrequently without the
guery genes will be scored above terms that are generally frequent in the literature. Conjunctive
score combination is the product of term scores. The effect of multiplying is to emphasize terms
whose component scores for each query gene are similar over those where one gene score is
high and the other low. So by choosing the Probabilistic and Conjunctive options we rank for
terms that are significantly associated with both SELL and SELP. Note that scoring is set to the
Probabilistic and Conjunctive options by default in the Bio-Associations tool.

The figure below shows the terms at the top of the list retrieved by a query using the genes SELL
and SELP in combination for MeSH disease terms under the Probabilistic and Conjunctive
scoring options. Note that the terms listed tend to refer to more specific conditions than those in
the previous example: the term ranked first here is “Sezary Syndrome”, whereas “Inflammation”
topped the list under the previous query with different scoring options.

Bio-Associations Example 2 Figure
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Example 3: Sequence Variation in CFTR

The Sequence Variation option provides information on allelic variation associated with a
particular gene. The option also allows searches for variations associated with keywords, such as
MeSH disease described in Example 4 below.

This option handles single gene or protein query objects at a time. A list is truncated to the first
gene or protein identifier when multiple objects are passed to the tool from other Search tools.
The default query mode under the Sequence Variation option is for protein identifiers, such that
gene terms passed to the option are automatically translated into protein. Variation can be
selected to include combinations of the following categories: Aberration; Deletion; Duplication;
Indel; Insertion; Inversion; Point Substitution; SSR (Short Sequence Repeat). The upper panel in
the figure on this page shows the input menu at default settings.

Bio-Associations Example 3 Figure 1

Information is returned in the form of an interactive graphic showing the positions of individual
variations relative to the reference sequence (lower panel of figure). The interactive graphic
depicts the protein as a red bar. The protein length in terms of amino acids is shown at the right
end of the bar (in this case 1480 aa for the CFTR protein). Reported variations in the sequence
are shown as numbers placed above the bar and indicate the amino acid position of the specific
change. These position numbers are hyperlinked to MEDLINE records from which the sequence
variation information on that position was extracted. The graphic also depicts protein motifs as
predicted by pfam as blue ovals. These ovals also constitute hyperlinks to the specific pfam
record used in predicting the motif.
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The data returned from a protein query are also presented as a table seen below the graphic
representation. The table is divided into three columns: Sequence Variation; Category; Citation.
The Sequence Variation column lists specific differences, e.g. G85E for a glycine to glutamate
change relative to the reference sequence at position 85. The general type of change — point
mutation, deletion, etc. is indicated in the Category column. The Citation column lists the PubMed
ID from which the information was extracted. The Citation column entries are hyperlinked to their
corresponding records. By default, entries are sorted in descending order according to citation
number. Sorting by Sequence Variation or Category can also be done by clicking the desired
column head. When the Paged output box in the input menu is left unchecked sorting can be
performed across the entire table. There is also the “Export the list to file” button which opens the
table as text in a separate browser window. From there the text can be copied and pasted into a
spread sheet or word processing page.

The figure on this page shows the first few entries in the table for CFTR in terms of protein
variation.

Bio-Associations Example 3 Figure 2

Variation in terms of nucleotides can also be extracted using the Sequence Variation Search
option in the Bio-Associations tool. To perform a query in terms of nucleotide variation, change
the “Select query term type” to gene instead of protein. The output will be a table of the same
form as that for proteins, except sequence variation will be described in terms of nucleotides.
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Example 4: Sequence variation and Retinitis pigment  osa

It can often be interesting to retrieve information on genetic variation in the context of a keyword.
In this example the MeSH disease keyword “Retinitis pigmentosa” was used as the query term in
the Bio-Associations tool under the Sequence Variation Search option.

The query term is typed into the Keyword field in the input menu for this type of search. In cases
where the query does not match any recognized GO, MeSH or chemical keywords, the user will
be directed to the Names Search tool where it a list of possible terms will be suggested.

The data retrieved by a keyword search will be presented in a table of five columns, where the
first two columns describe the variation and the last column is a PubMed ID linked to a record (as
in Example 3). The third column in the table lists identifiers hyperlinked to variation data for the
corresponding protein. The links Net, Seq, Lit, GO, MeSH and Sum in the protein tools column
link to results for each of the Search tools on the corresponding protein.

The figure on this page shows the top of the list (most recent articles) describing sequence
variation in the context of Retinitis pigmentosa. The top row in the table shows that there is and
Asp226Asn point substitution in the protein ADFP. The ADFP identifier is itself a hyperlink to
additional variation data on this gene, and the links under protein tools will open Literature
Networks, etc. The PubMed ID in the citation column will open the record from which this
information was extracted.

Bio-Associations Example 4 Figure

30



Literature Search

The Literature Search tool can retrieve records for one or several gene or protein identifiers.
The user can choose to employ Boolean combinations or the set-covering algorithm in the search
process.

It should be pointed out that the edges in graphic networks drawn in the Network Browser under
the Literature option represent Boolean AND searches for the connected nodes. Using the
interactive graphics allows the user to retrieve records directly by selecting an edge with a
mouse-click in any of the tools that draw literature networks. The Literature Search tool provides
an alternative search interface with additional options. As in all PubGene tools, the list of
synonym symbols and names is automatically included in the search.

Boolean combinations are found in the “Simple ” input menu option of the Literature Search tool.
When identifiers are combined using AND the Literature Search tool retrieves MEDLINE records
featuring all query objects. When a query is performed in one of the other Search tools in
“Simple” mode, query terms brought into the Literature Search tool will be automatically handled
using the Boolean operator AND. The Boolean operator OR can be used to retrieve records that
contain at least one of the query objects. The operator OR can be used in a query by typing the
“OR” between protein or gene identifiers.

The Set Covering algorithm is accessed by choosing “Advanced ” menu options. When a query
is performed in another Search tool in advanced mode the data transferred to Literature Search
will be treated with the Set Covering algorithm. Set Covering searches retrieve articles that best
reconcile the query objects submitted. That is, if three terms are submitted and there are records
that contain all three objects, these will be ranked at the top of the list. If, on the other hand, there
are no records featuring all three objects, but there are records containing two of three objects,
these records will end up at the top. Records in which an “orphan” object appears alone will also
rank near the top once records with better connected query objects are listed.

The records retrieved using Literature Search are listed in a table including PubMed IDs, year of

publication, Author and Title of the article. Each ID is a hyperlink to a version of the MEDLINE
record prepared by PubGene in which the query objects are highlighted in color.
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Example 1: Retrieve records including BUB1B or one of its synonyms

In this example a query is performed using a single identifier for a gene to illustrate some of the
features of the Literature Search tool in its simplest form. The output from the search includes the
official version of the query object (BUB1B), additional synonyms that were used in the search
and a table listing MEDLINE records in which the query object or synonyms were found. Records
are listed in descending ID order thereby placing the most recent at the top.

Literature Search Example 1, figure 1

As mentioned, record IDs are hyperlinked to the record text in which the search object has been
highlighted in color. PubGene will open this text in a separate window when the hyperlink is
activated with the mouse pointer.
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The figure below shows the highlighted MEDLINE record from the top of the list seen in the
previous figure. Note that these authors chose the term BubR1 as shown by the text string
highlighted in pink. The text string used in this query was BUB1B, which is the symbol used in
Entrez Gene and other recognized databases. As mentioned, synonyms were used in the query
that retrieved this record. These are listed above the title. Note that the exact case variant used
by the authors is not among the list yet the algorithm used is able to correctly include this record.

Links to the corresponding record in PubMed, Print and Close page options are seen just above
the synonym list on the right.

Literature Search Example 1 Figure 2
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Example 2: Boolean and Set Covering combinations of terms

Normally, the Literature Search tool is applied to multiple terms. The figure on this page shows
the three query possibilities in the Literature Search tool. The top two panels show the form for
Boolean queries using in the Simple Options menu, and the bottom panel shows the form for a
Set Covering query.

Literature Search Example 2 Figure 1

The results on submission of these three query objects (BUB1, BUB1B and BUB3) under these
forms differ according to expectations.

There are 13 records retrieved when the AND operator is used in a Boolean search and each of
the articles contains all three of the search objects.

Many more records (352) are listed in a search with the OR operator since this condition is less
strict, requiring only that records contain at least one of the search objects.

Only 10 records are retrieved under the Set Covering algorithm. This is a property of the user-

controlled option “Cover multiplicity”, which by default is set to 10. This setting can be altered and
the alteration saved for future queries using the “Save settings as default” button.
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The figure on this page shows the record retrieved from the top of the list using AND in a Boolean
search. Here the query objects BUB1, BUB1B and BUB3 are recognized and highlighted as the
variants Bubl, BubR1 and Bub3 respectively. The same record would top the list in a Set
Covering search with these query objects since they can all be found together. The search with
the OR operator, on the other hand, ranks an article containing only BUB3 at the top of the list,
since ranking is by PubMed ID number once the search requirement (at least one query object) is
fulfilled.

Literature Search Example 2 Figure 2
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Summary Tool

This tool gives you a collection of PubGene-featured information of a given gene or protein in text
format. You may get the following information for genes or proteins of human, mouse, rat, cow,
and yeast. This is a straight-forward summary module that allows you to quickly get a summary
for a gene or protein of interest in the following fields:

- Neighbors in sequence network
- Neighbors in literature network
- MEDLINE literature

- Gene Ontology Association

- Mesh Association

For the content of each item, you can refer the sections describing the actual full-featured
PubGene modules, such as Network Browser, Boolean Search, GO Associations, and MeSH
Associations.
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Name Search

This tool allows you identify the correct Primary Symbol to use for your gene of interest. Although
in most cases PubGene modules will convert your search term into the proper Primary Symbol
automatically, sometimes there will be not enough information to do so. For example, a search
parameter “rab22” for human gene will not be translated in any other PubGene module. This is
because there are two human genes that have the rab22 expression in their names, such as
RAB22A and RAB22B. This is when Gene Name Search Module must be used. Please note
that if you have a list of proteins you would like to identify the Primary Symbols for, the Clone
Mapping Module will translate the entire list for you. You can also use this module to retrieve
genes that have a certain expression in their name, such as “breast cancer”.

Primary symbols for human genes in PubGene are normally those that are defined by HUGO.
Mouse genes are assigned primary symbols based on the Jackson Laboratory nomenclature
guide. Rat genes are assigned primary symbols according to the standard rat nomenclature rules.
Yeast genes are assigned according to the SDG (Stanford).

The result of a search is displayed as a list of all matching lines in the nomenclature database.
The first column displays the Primary Symbol corresponding to the match and the second column
displays details about the match.

After identifying the correct Primary Symbol from your search, you may retrieve the literature
neighborhood network directly by clicking on the hyper-linked Primary Symbol.

Example 1

Let us identify the proper primary symbols for the human rab22 genes. We will select the human
gene domain, and key in “rab22”. The output will give you two primary symbols, corresponding to
genes rab22A (RAB22A) and rab22B (RAB31). You can now use these primary symbols in any
other PubGene module directly. A click on each symbol will take you to Network Browser
(literature) module for the corresponding gene.
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Example 2

Let us retrieve all human gene names that contain the expression "breast cancer” in their official
name. Let us choose human genes, key in “breast cancer”, choose “All” search fields, and “case
insensitive” option. The output will contain a list of gene, like the one that follows. By modifying
the input expression parameters with “.”, “*", “.\", you can generate more comprehensive or more
precise lists.

38



Sequence Homology

The Sequence Homology tool carries out a sequence database similarity search and produces a
list of matching sequences and corresponding sequence alignments. It provides the same
function as familiar software like BLAST or FASTA but instead uses PARALIGN. PARALIGN is a
new method which searches using an approximation of the Smith-Waterman sequence alignment
algorithm run on a powerful computer cluster. The advantage of PARALIGN is that it produces
alignments indistinguishable from those generated by the calculation intensive Smith-Waterman
method in time comparable to BLAST. The Smith-Waterman algorithm is generally accepted as
the "gold standard" for searches and alignments and is more accurate than commonly used
alternatives (PMID: 11266569, Rognes, Nucleic Acids Research 2001, 29 (7), 1647-1652,
describes PARALIGN and its relationship to Smith-Waterman).

The screen-shot below shows the Sequence Homology input menu in “Advanced Options” view.

The upper portion of the input menu seen in the screen-shot contains the same fields shown in
the “Simple Options” view (Query Sequence Option, Query Sequence, Input File and Database).
As in other PubGene tools, the user can toggle between “Simple” and “Advanced” options using
the appropriate button at the lower left corner of the menu. The fields presented in “Simple
Options” are sufficient for most users and have been chosen as the default mode.
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The fields in the lower portion of the menu are exclusive to the “Advanced Options” menu view.
These fields provide pull down menus that allow the user to change the way in which alignments
are executed. The function of the various options will be discussed in greater detail below.

How to submit sequences

The Query Sequence Type field at the top of the menu provides three modes for submitting
sequences: 1) Amino acid query vs any type of database (default option); 2) Nucleotide query
(translated) vs any type of database; 3) Nucleotide query vs nucleotide database (direct
comparison). Option 1 is appropriate when submitting amino acid sequences. Option 2 can be
used when submitting a nucleotide sequence which is directly analogous to a protein (e.g. a
cDNA sequence) and Option 3 should be chosen when sequences include non-translated
nucleotide sequences such as gene sequences and their non-translated segments such as
control regions and introns.

PubGene users can submit a sequence to the Sequence Homology tool by typing an amino acid
or nucleotide sequence into the “Query Sequence” field. Alternatively, a text file can be loaded
using the field or browse button associated with the Input File field. Simultaneous query through
submission of multiple sequences can also be performed, as will be shown in some of the
examples below.

The database field allows the user to select from a variety of databases. There are a total of
fourteen databases listed within the pull-down menu in this field. Four of of these are “protein”
(amino acid sequence) databases. The description of each of these is preceded by “P:" in the list.
The remaining ten nucleotide sequence databases are preceded by “N:” in their descriptions.

Note that submission to protein databases should normally be used only under Query Sequence

Option 1 (amino acid sequences) or Option 2 (nucleotide sequences that can be meaningfully
translated to amino acid sequences).
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The four available protein databases are:

1) SWISS-PROT (latest release);

2) NCBI Non-redundant amino acid sequence database;
3) Patent database (peptides) (NCBI);

4) PDB (peptides).

Both amino acid and nucleotide sequences under applicable Query Sequence Options can be
submitted to any of the ten nucleotide sequence databases.

The ten available nucleotide sequence databases are:
1) NCBI nucleotide sequence database;
2) All ESTs (NCBI);

3) Human ESTs (NCBI);

4) Mouse ESTs (NCBI);

5) Other ESTs (NCBI);

6) HTGS database (NCBI);

7) GSS database (NCBI);

8) STS database (NCBI);

9) Patent database (nucleotides)(NCBI);
10) PDB (nucleotides)(NCBI).

Altering alignment method

There are five primary aspects of the sequence alignment method that can be controlled by the
fields presented in the “Advanced Options” menu view:

1) Algorithm

2) Scoring

3) Expect Range

4) Query Strands

5) Maximum Values

The fields and values presented in this portion of the menu will change appropriately depending

on the Query Sequence Type chosen. In particular, the scoring parameter will be appropriate for
either amino acid or nucleic acid sequences. Also, the Query Strands field is only present when

the “Amino acid query vs any type of database” option is chosen.

Note that option to choose Smith-Waterman over the default PARALIGN approximation of Smith-
Waterman is available from the pull-down Algorithm.

The rationale for making changes to the alignment procedure and the effects of such changes are
beyond the scope of this manual. Suffice it to say that experts in sequence alignment may want to
change the settings available here. Those interested in learning more should refer to literature
discussing the Smith-Waterman algorithm and the PARALIGN method (PMID: 7265238 Smith,
Waterman Journal of Molecular Biology 1981, 147(1):195-7 and PMID: 15980529 Saebo et al.
Nucleic Acids Res. 2005 33:W535-9).

Settings used are reported with the output under the Options heading discussed in Example 1
below.
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Example 1: Query Swiss-prot with protein sequenceo  fLYAML1

This example will pick up the theme used in previous examples exploring aspects of the Selectin-
L gene SELL and its associated protein LYAM1. An exercise may be to query the Network
Browser (query term type “Protein(s)”) with LYAM1. When the query is finished, follow the Protein
link in the summary row for LYAM1 to NCBI Entrez Protein database page describing variants of
LYAML. At the time of this writing there are five sequences that are reported in Entrez Protein are
returned by the query “LYAM1 AND Homo sapiens [ORGN]". The third in this list is NP_000646.
Open the record and scroll to the bottom to find the protein sequence:

1 mifpwkegst grdiwnifkl wgwtmlccdf lahhgtdcwt yhy sekpmnw grarrfcrdn
61 ytdlvaignk aeieylektl pfsrsyywig irkiggiwtw vgt nksltee aenwgdgepn
121 nkknkedcve iyikrnkdag kwnddachkl kaalcytasc qpw scsghge cveiinnytc
181 ncdvgyygpq cqfvigcepl eapelgtmdc thplgnfsfs sqc afscseg tnltgieett
241 cgpfgnwssp eptcqvigce plsapdigim ncshplasfs fts actfics egteligkkk
301 ticessgiws npspicgkld ksfsmikegd ynplfipvav mvt afsglaf iiwlarrlkk

361 gkkskrsmnd py

Use your computers copy and paste functions to enter this sequence to the query field of the
PubGene Sequence Homology tool. For most computers and browsers this is a simple operation
using the mouse pointer. The result of the copy-paste of the LYAM1 sequence from Entrez
Protein to the Query Sequence field will appear as in the image below. Numbers and spaces in
the submitted text are automatically removed from the sequence by the program on submission.

The query is started on clicking the “submit” button. Text informing the user that the search is
running will appear immediately as shown in the screen shot below.
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Information is presented in several forms once the search procedure has completed. At the top of
the results page is a description of the PARALIGN version used in the search. Below this is
information grouped under the following headings:

Navigation — Table presenting summary of results and links to details

Query — The submitted sequence as reformatted by the program

Database — Description of the database searched with the query sequence

Options — The various settings used in the search of the database

Search — Specific time, computer resources and procedures expended in the search
Results — Indicates number of hits and number of hits and alignments presented

Graphical overview — Bars indicating alighed sequences color coded by expect value with
added information from mouse-over and hyperlink to corresponding alignment.

Sequences — Table listing names of retrieved sequences linking down-page to alignments
against query and linking out to sequence in primary source databases

Alignments - Individual sequences compared directly to query by alignment

Below are more detailed descriptions of the output.

The Navigation graphic

This table provides a summary of the results and hyper-links down-page to detailed results. The
table is comprised of seven columns. The entries under the column headings Query, Shown hits
and Alignments hyperlink to output found down-page under the headings Query, Sequences and
Alignments respectively. The values under the remaining columns indicate the number of
retrieved sequence with E-values that fall within the indicated interval. In this example, 21
sequences were retrieved from Swiss-Prot that when compared to the query sequences
produced E-values less than 1e-20 (i.e. the similarity of these 21 sequences to the query is highly
significant). Another 79 sequences produced E-values on the interval from 1e-20 to 1e-5. None of
the 100 sequences returned had E-values falling on the interval from 1le-5to 1 or greater than 1.
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Expect values (E-values)
The output depicting retrieved sequences rank these according to increasing E-value (i.e. with
sequences most similar to the query at the top of the list).

The degree of similarity between the query and database sequence is indicated by the score of
the alignment of the sequences. However, the expect value (E-value) is a generally a better
indicator of the significance of match than the raw score. The E-value indicates the number of
matches expected to be found just by chance having an alignment score at least as good the one
at hand. If a match has an E-value of 100 it is usually statistically insignificant, as one would
expect 100 at least equally good matches to appear by chance. An E-value of 0.001, however, is
usually significant, as such a match would appear by chance only once in a thousand searches.
Anyway, the biological significance of a match is often quite different from the statistical
significance. In addition, the accuracy of the statistical significance presented by the E-value may
vary.

The E-value, as calculated by PARALIGN, is dependent on the raw alignment score (S), the
length of the query sequence (M), the length of the database sequence (N), the number of
database sequences (C), as well as the scoring system used (substitution matrix and gap
penalties). The E-value is calculated according to the following formula:

E=CKMNexp(-|S)

Here, M’ and N’ are the lengths of the query and database sequences subject to a length-
correction term, d, and are calculated as follows:

M’ =max (1, M —d)
N’ =max (1, N —d)
d=In(KMN)/H

K, | and H are scoring system dependent constants. The natural logarithm and exponential
functions are used.

This method of calculating E-values is quite similar to how BLAST and FASTA computes E-
values, but does not take sequence composition into account. For more information on
calculation of expect-values, see the following paper:

Altschul SF and Gish W (1996) Local alignment statistics. Methods in enzymology, 266, 460-480.

As an example, we will calculated the E-value of a protein query sequence of 216 amino acids
matching a database protein sequence of 389 amino acids with an alignment score of 169. The
database contains 186234 sequences. Default scoring parameters are used; the substitution
matrix is BLOSUMG62, the gap open penalty is 10, and then gap extension penalty is 1. For these
scoring parameters, the following pre-computed constants are used: K=0.27, L=0.047 and
H=0.23. The formulas above gives an E-value of 8-10-12, which is shown as 8e-12.

44



Graphical Overview

This provides a superficial overview of alignment results. The gray numbered bar near the top of
the graphic represents the query sequence (372 amino acids in length). Each bar below the query
bar represents one of the sequences retrieved from Swiss-Prot. The length and position of these
bars show where they align to the query sequence. Also, the bars are color coded to indicate the
expect value corresponding to that sequence in comparison to the query. As indicated by the key
directly above the query bar, green bars indicate E-values below 1e-20 etc. Mouse over functions
display details on individual sequences. The mouse pointer was positioned over one of the short
blue bars when this screen-shot was taken. The mouse-over fly-out appearing near the pointer
shows that this blue bar corresponds to a “CUB and sushi” sequence. More information on “Cub
and sushi” and its similarity to the query sequence appear in the gray box with dashed border at
the top of the graphic. Moreover, each of the bars is a click-able hyperlink to the corresponding
detailed alignment down-page under Alignments .
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Sequences

The sequence table provides a brief description of the sequences retrieved from Swiss-Prot and
some measure of their similarity to the query sequence. The first column in the table lists
retrieved sequences according to a descriptive name. The descriptive texts, such as such as “L-
selectin precursor (Lymph node homing receptor)”, are hyperlinked to corresponding alignments
down-page under alignments. Entries in the second and third columns link to sequences by NCBI
gi number and SWISSPROT respectively. The values under the columns headings “Score” show
raw alignment scores. Those under e list E-values.

Alignments

Alignments to the query sequence are for each of the retrieved sequences are shown under this
heading. Below is that for the “Cub and sushi” protein mentioned above.

Much of the same information and hyperlinks available in the Sequence table are reiterated here.
In addition, there are statistics describing the nature of the alignment: Length (retrieved sequence
total length in Swiss-Prot is 3565 aa); Identical (40 aa of the 152 aa in the retrieved sequence are
identical to the query); Positive (61 of 152 aa are functionally similar) and Indels (14 “gaps” were
introduced to produce the alignment).

The alignment is labeled to show sequence segments chosen by the alignment procedure. That
is, the aligned segment of the query (Q) sequence starts at position 178 and ends at 316,
whereas the retrieved sequence (D) starts at 2705 and ends at 2855. Positions occupied by
identical amino acids along the alignment are indicated by a vertical line ( | ) whereas the +
symbol indicates “positive” (functionally similar) amino acids. Gap insertions are denoted by a
dash within the “gapped” segment (i.e. 13 dashes occur within this query sequence segment and
1 within the retrieved sequence).

CUB and sushi multiple domains protein 1 precursor gi|38604975 sp|Q96PZ7|CSMD1_HUMAN
Length: 3565 aa
Score: 155 Expect: 7e-09 Gaps: 4

Identical: 40/152 (26%) Positive: 61/152 (40%) Inde Is: 14/152 (9%)
Q. 178 YTCNCDVGYYGPQCQFVIQCEPL--EAPELGTMDCTHPLGN---------- FSFSSQCAF 225
| ++  +] +[]l] [ [+ +

I |
2705 YQCNPGFRLVGTSVRICLQDHKWSGQTPVCVPITCGHP-BPAHGFTNGSEFNLNDVVNF 2763

D

Q: 226 SCSEGTNLTGIEETTCGPFGNWSSPEPTCQVIQCEPLSABLGIMNCSHPL-ASFSFTSA 284
LT LI il I g

D: 2764 TCNTGYLLQGVSRAQCRSNGQWSSPLPTCRVVNCSDPERAIRHGQQNFPESFEYGMS 2823

Q: 285 CTFICSEGTELIGKKKTICESSGIWSNPSPIC 316

D

LRI s B
2824 ILYHCKKGFHLLGSSALTCMANGLWDRSLPKC 2855
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Example 2: Query database with two sequences

The point of this exercise is to show how two sequences can be entered into the query field
simultaneously and how to interpret the output generated by the search. This example uses DNA
sequences, but the same syntax can be used on any sequence type.

Multiple sequences are submitted in FASTA format, as below:

>sequence namel
CCAAGTATTGACTCACCCATCAACAACCGCCATGTATTTCGTACATTACTGCCAGCCACC

>sequence name2
GTACCACCTAAGTATTGGCTTATTCATTACAACCGCTATGTATTTCGTACATTACTGCCA

That is, type in the “>" symbol, a name for your sequence and a “carriage return” before each
sequence entered. The screen-shot panels below shows how Neanderthal and Chimpanzee
mitochondrial control region DNA were entered in a simultaneous search of the NCBI nucleotide
sequence database.

The descriptors “>neanderthal” and “>chimpanzee” were each typed into the query field. As in
Example 1, the computers mouse-select “cut and paste” functions were used to copy the
sequences from database entries.

The output is organized under the same headings as discussed in Example 1. The Navigation bar

provides hyperlinks down-page to the headings Query, Sequences and Alignments
corresponding to each of the query sequences.
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Example 3: Query database with sequences on file

An alternative is to submit a text file containing the query sequences. Files containing only
sequence text will be interpreted as one sequence. Use the “FASTA” format described above
when the file is to contain more than one sequence (i.e. >[filename] return). Note that the file size

limit is 100 kb.

The file can be loaded from one the directories on the local computer using the “Browse” button
to the right of the Input File field. Navigate through the computers directories to find your file with
the Choose File window as shown in the screen shot below. Click the Open button in this window
once the appropriate file is selected.

The file name (and directory extension) will then appear in the input file field. The query can be
started by clicking the Submit button.
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Analysis Tools

Expression Literature

The Expression Literature tool is designed to aid in the task of categorizing and gathering
relevant information on genes implicated in an expression analysis study Take, for example, a
study using microarrays to compare gene expression in tumor samples versus that in healthy
tissue. The data generated in the experiment will be analyzed using software to discover genes
that express at significantly different levels in the tumor versus the healthy tissue. Typical studies
of this nature result in a “short list” of several hundred genes. It is at this point — when the
researcher is faced with the task of attempting to understand and explain results — that the
Expression Literature tool should be applied.

Files submitted to the Expression Literature tool should contain two types of columns: a Gene ID
column and value columns. In cases where two categories of tissue are under study (e.g. tumor
versus healthy) the value column will contain the differences (ratios) between the two categories.
In cases where more than two categories are studied, e.g. expression differences of two tissues
over time, it is possible to assign values according different categories, e.g. “up-regulated early”,
“down-regulated early”, etc. with different colors for better visualization in the Expression
Literature output files.

Short description what the tool does:

Output files from the PubGene literature expression tool include a table listing the input genes in
a form that can be sorted according to gene ID, expression values and number of literature
neighbors. The researcher can also view the output genes as networks of literature (or sequence)
neighbors as in the Network Browser. Also, networks follow a different color coding strategy than
those seen in the Network Browser: the nodes are assigned one of seven different colors
according to the expression value associated with the gene it represents.

Expression List of implicated Navig ate
compared across genes paired with information
treatments and descriptive displayed as
replicates values networks or
tables

PubGene Expression Literature tool: a down-stream application used to interpret summary list of genes. The
tool processes files containing gene IDs each paired to a descriptive value (e.g. an average expression level).
The input information is then presented in a form that is easily navigated for relevant information.
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The input menu and files

The screen shot below shows the input menu of the tool under default settings. The input fields
include the familiar pull down menu for selecting the relevant organism and submission field with
Browse button option for selecting an input data file. The remaining fields control parameters
relating to file structure and content.

Files for submission to the Expression Literature tool should be prepared as “Tab delimited text”.
These can be prepared in any text editing program, but many microarray expression analysis
programs include an option for exporting data as Microsoft Excel files. Data can easily be
manipulated as appropriate using the Excel spread sheet functions.

Under default settings, the Expression Literature tool will look for gene IDs in the first column of
the file and expression values (or other quantities) in the second column. Also by default, the tool
will ignore the first row of entries in the file (a “header row” reserved for column titles) and those
occurring outside the first two columns.

The screen shots below show a portion of a spread sheet used to prepare a file and a

corresponding portion of the resultant text file. To create a text file from Excel use “Save As” then
“Save As Type” and choose option “Text (Tab Delimited) (*.txt)".
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Example 1: Explore genes and literature neighbors i  n prostate cancer study

This example applies the Expression Literature tool to genes selected by the microarray analysis
service “GeneSifter” from a prostate cancer study (Best et al. PMID: 16203770). The study
compares gene expression in two categories of prostate cancers (androgen-dependent versus
androgen-independent). The experiment compared expression levels across ten independent
tumors in each category. Expression analysis was performed using Affymetrix HG-U133A
microarrays. Raw data sets generated under the study can be found at the Gene Expression
Omnibus internet site (http://www.ncbi.nlm.nih.gov/projects/geo/ data set GSE2443). The analysis
of the raw data can be replicated by following the demo at the GeneSifter data center
(http://www.genesifter.net/web/dataCenter.html).

The summary produced in this analysis is comprised of 468 genes paired with expression value
averages and ratios of these averages. The data were exported and manipulated using Excel to
fit a format accepted by the PubGene Literature Expression tool. One step in this manipulation
was the inversion of ratios corresponding to down-regulation. Another was log transformation of
all ratios. After these re-calculations, columns were moved within the Excel sheet to position
Affymetrix IDs and log transformed ratios in the first and second columns respectively. The sheet
was then saved as a text file as described earlier.

The screen shot below shows the “Advanced Options” mode of the Expression Literature input

menu. The “Advanced” mode allows the user to change various options. In the case of this data
set, the Affymetrix Probe ID was selected to fit the input ID types (instead of default mode Gene).

Note that each of the fields in this menu is described in detail under Help (top right side of
browser window when using PubGene

The Literature Expression tool will use several seconds to process the submitted file.
The output data is headed by the name of the submitted file. The file name is hyperlinked to open

a new browser window that allows the user to view the submitted file. This is useful to check input
file for proper column and header row assignment.
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Below the input file name is a summary table parsing the gene list into groups depending on what
type of information is currently available for the genes. The screen shot below shows the
summary table. The tables opened from the summary table hyperlinks will be discussed in more
detail later in this example.

Results shown in the main window - suggested networ ks

Below the summary table are five co-citation networks of genes suggested for consideration.
Under default settings, the scoring algorithm prioritizes networks that show strong up- or down-
regulation of individual genes. That is, each of the genes in the file is treated as a “seed” gene for
a network. Networks are constructed around seed genes based on user controlled limits
regarding the potential extent of the network (the Score Parameters section in the submission
menu). The score is then calculated by averaging differential expression levels associated with
those genes.

By default, Score Parameters are: Score depth 2; Score max size 10; Score criterion Any
Change; Score calculation By edges. Under a Score depth of 2 only immediate neighbors of the
seed gene are considered. The Score max size of 10 limits the total number of genes in the
evaluated network to 10. Score criterion Any Change allows both up-regulated and down-
regulated genes to be treated equally (e.g. a gene with log 2 transformed expression ratio of -1
will have the same weight as a gene with value 1). Score calculation By edges means that
averages across all pairs are found and then an average across pair averages is calculated.
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These suggested networks can provide a starting point for further study of relationships between
genes in the file submitted. The network images presented here include mouse-over features that
highlight gene names and connections as well as providing hyperlinks to Network Browser and
Literature tools. In essence the networks presented in the Expression Literature tool function in
the same way as those seen in the Network Browser but differ in two primary respects. First, only
genes found in the submitted file are included. Second, genes are color coded according to
expression differential. That is, genes showing up-regulation in the submitted file are represented
by network nodes in shades of red whereas down-regulated genes are shown in shades of green.
In other respects the networks shown in the Expression Literature tool are similar to those
presented by the Network Browser. The values shown on network edges (connectors between
nodes) indicate the number of MEDLINE records that link each of the co-cited genes. Note that
probabilistic and sequence options for drawing networks are also available under the Select
Network Type field in the submission menu.

The tables at the right of each network describe values pertaining to each of the genes in the

network. The values in the “log-2” column are the expression levels from the submitted file. The
“Ratio” column shows the corresponding value in direct terms (i.e. 2"[log-2 value]). And the “level”
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column reports the relationship level for each gene relative to the seed gene used to draw the
network: level 1 is the seed gene; level 2 direct neighbors of the seed gene; level 3 neighbors of
neighbors. Under default settings of Score depth 2 only the seed gene and its immediate
neighbors are used in the calculation.

There are four additional Score criterion options besides the default “Any change”.
Below are the derivations of the scoring method as applied under each of the Score criterion
options where n is the number of genes or edges included in the scored network:

- any change: 1/n * sum(abs(x_i)), i.e, average of absolute values

- common change: abs( 1/n * sum(x_i)), i.e., absolute value of average

- up-reg: 1/n * sum( x_i), i.e., average of values

- down-reg: 1/n * sum ( - x_li), i.e., average of negative of values

- no change: 1/n * sum ( 1/abs(x_i)), i.e., average of inverse of absolute value of value

The default setting of Score calculation By edges has the effect of weighting genes according to
the number of edges they share with other genes within the network: the expression value of a
gene with 5 neighbors will be considered in 5 pair averages whereas a gene with 4 neighbors will
be a component in only 4 of these averages. By contrast, choosing the option Score calculation
By node will consider the expression values of each of the genes directly (a simple average
across the absolute expression value of each gene).

Below the networks presented in the Expression Literature tool is a table titled “Evaluated” listing
each of the seed genes scored based on their generated networks. The table includes values
used in score generation, as well as links to additional PubGene tools (screen shot below).

Tables appearing in separate windows

The networks ranked by the scoring algorithm discussed above are presented through an
objective rule based system which uses both literature connections (or sequence similarity)
together with expression levels to suggest interesting genes and connections. This approach may
highlight genes and connections that might otherwise have been overlooked in a microarray
study. In concert with the other tools in PubGene it is possible to browse information and discover
potential relevance of previously unfamiliar genes.

However, often a particular set of genes has piqued the interest of the researcher at an earlier
stage in the analysis of the data. The GeneSifter androgen independent prostate cancer example
is a case in point. Special mention of the gene GREBL1 is made in the GeneSifter summary of the
study ( http://www.genesifter.net/pdf docs/prostate _summary.pdf ). The reason for highlighting
GREB1 is compelling. It is strongly down-regulated across androgen-independent tumors (those
unresponsive to androgen ablation therapy) relative to androgen-dependent tumors. And GREB1
is implicated in differentiating breast cancer types according to hormone responsiveness in other
studies (e.g. Nagaraja, et al PMID: 16314837). This suggests that the molecular mechanisms
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differentiating prostate cancer types may be common to those differentiating breast cancers and
that both of these involve GREBL1.

The Expression Literature tool in concert with the Search tools in PubGene can be used to extract
information on GREB1 and show literature (or sequence) connections to other genes. This quest
is facilitated by tables that can be opened from the hyperlinks in the summary table shown at the
top of the main window. The screen shot below shows the table as it was derived using the
prostate cancer data file at the time of this writing.

The summary table informs us that: 416 of the symbols in the file ID column were mapped to
individual genes; 247 of these are literature neighbors of at least one other gene in the file; 90
have literature neighbors, but none of these neighbors were included in the submitted file; 79
have no literature neighbors recognized by PubGene; and 45 of the symbols submitted were
either redundant or were not mapped to any valid symbol. Note that 247 + 90 + 79 = 416 and that
416 + 52 = 468 which is the number of Affymetrix IDs in the submitted file. An explanation for the
52 “missing” symbols can be found on close inspection of the submitted file: although all of the
Affymetrix IDs in the file are valid, some map to the same gene ID. PubGene averages
expression values across these redundant symbols and reports the average paired to the primary
Gene or Protein ID for these symbols

A new internet browser window opens on clicking one of the hyperlinked category names in the
summary table. The window will show an exhaustive list of the gene symbols in the
corresponding category. For example, clicking Unigue identifiers in this example will present
tables listing all 423 genes mapped from the Affymetrix IDs in the file. The rows can be sorted by
clicking on column headings. The table below is sorted by Expression showing GREB1 at the top
of the list as the most differentially expressed of the genes in the submitted file:
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Note that GREB1 has 15 literature neighbors and appears in only 6 articles at the time of this
writing. When writing started on this example (about 6 weeks previous) there were only 6
literature neighbors of GREB1 detected in the MEDLINE records. This suggests that, although
GREB1 and its interactions with other genes has not been extensively studied, information on this
gene is beginning to accrue.

The table linked from With neighbors in file can be used get an overview of the information
available on GREBLI relative to the other genes in the submitted file. Opening this table and
sorting by expression shows GREB 1 is a literature neighbor with at least one other gene in the
file. Notice that each gene symbol in this table is accompanied by a click box that allows the gene
to be selected for submission to one of the PubGene tools. These click boxes are color coded
according to expression (red for up- and green for down-regulated genes). By selecting GREB1
and scrolling down the table we can resubmit GREB1 to the Expression Literature tool to view is
literature neighbors represented in the file

The network using GREB1 as a seed gene appears in the main (original) browser window:

This shows that GREB1 currently has only VIM as a literature neighbor in the submitted file and
that the connection between these genes is found in only one MEDLINE record.
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To see the abstract that co-cites GREB1 and VIM, click the edge joining these nodes in the
network image. This opens the Literature tool showing the relevant record. From here the
PubGene highlighted abstract can be accessed from the PMID hyperlink:

Note that the term GREBL is highlighted in the text. Vimentin (for VIM) is found in the line above
GREB1. Although vimentin it is recognized as a alternate term for VIM (and here is the basis for
forming the GREB1-VIM pair) it was not highlighted due to its appearance as a full word rather

than one of the gene aliases.

58



The article retrieved by the GREB1-VIM pair is in fact the article referred to earlier in regard to
differentiation of breast cancer types (Nagaraja, et al PMID: 16314837). At this point it should be
interesting to further explore potential commonalities of function that may have been noted for
GREB1 and VIM. Some hints may be found by submitting GREB1 and VIM to the Bio-
Associations tool. A combined query can be executed by clicking the Bio-associations tab at the
head of the menu bar. This will export the GREB1, VIM query directly from the Literature to the
Bio-Assaociations tool. The results of the query (based on currently available information) are
shown here:

The Gene Ontology (GO) terms retrieved are mostly mapped to VIM (as noted in the Associated
Terms column) since it is has been better studied and has a long history of appearances in the
MEDLINE records. The values in the Score column are hyperlinked to articles where the GO term
and the query appear. Following the article links listed with both GREB1 and VIM currently leads
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only to the Nagajara et al. (PMID 16314837) article already known from the literature search. So
at the present time there is only very scant information on GREB1 and its possible interactions
with VIM.

Since the body of knowledge on GREBL is so sparse it makes sense to read all the available
articles that mention the gene in their corresponding MEDLINE records. To retrieve these records
we can submit GREB1 as a query in the Summary tool. As noted earlier, GREB1 appears in 6
MEDLINE records, and these are listed in the Recent Literature section of the Summary results.

It may also be useful to try to find indirect literature connections between GREB1 and other genes
in the submitted file. One approach is to return to the “Terms with neighbors in file” window and
select a subset of genes from this category to be examined with the Shortest Path option in the
Network Browser. In the screen shot below the top ten genes (according to expression
differential) were selected from this list for export to the Network Browser.

Once submitted, the Network Browser window opened to show a co-citation network of depth 3
(default settings - not shown). Using Advanced Options menu in the Network Browser window the
Shortest Path option was chosen from the Select Network (association) type pull-down field. The
network produced is shown in the screen shot on the next page.
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In this image all the nodes shown in red indicate genes submitted in the query (those selected
from the Expression Literature tool and originally submitted in the expression file) whereas white
nodes are genes that form a literature “path” between the query genes. When the screen shot
was taken the node for ESR1 was highlighted using the mouse cursor to show more details on
the gene and emphasize the indirect connection by co-citation between GREB1 and red nodes
CDH11 and SOD2. Using the mouse-over highlighting function we can see that there are a total
of four “connecting” genes linking GREBL to other genes in the submitted file. The connections
are summarized in the table below (article numbers in italics).

GREB1 1 ESR1 1 CDH11
2 SOD2
1 VIM 11 ANPEP
116 SERPINAS3
1 TDO2
1 S100A8 1 ASPN
1 ANXAl 1 CYR61

The Shortest Path network has thereby established indirect connections via literature co-citation
between GREB1 and seven of the ten differentially expressed genes in the submitted file.

With the list of genes in this table the researcher can now use the Literature tool in PubGene to
scan the abstracts to decide on their relevance to the pursuit of a better understanding of the
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interactions of GREB1 with other genes or their products. Excluding the edge between VIM and
SERPINAS, there is a maximum of 21 abstracts to scan at this time. Using PubGene highlighted
abstracts it is possible to quickly see the context in which each of these genes are mentioned and
decide whether the article is of interest.

Based on its apparent role in cancer, it seems likely that the number of MEDLINE records citing
GREB1 will grow rapidly. One might expect the understanding of its proteins function in the cell to
be described in detail within a few years. At present, however, understanding of the Gene
Responsive to Estrogen in Breast-cancer is fragmentary. The co-citation networks and other tools
in PubGene function as an aid in organizing the existing fragments and thereby can help the
researcher to formulate hypotheses that will extend the knowledge of GREB1.
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Cluster Analysis

This tool allows you to analyze gene or protein expression data with clustering methods followed
by PubGene analyses for the generated clusters. The tool works by using standard clustering to
group gene or protein expression data and then providing direct links to PubGene association
modules, such as MeSH and GO Associations, for the resulting clusters.

Explanation of output fields and analysis results

The displayed results contain 3 main features. The chosen number of clusters with the full list
with the genes or proteins in each cluster and “top” MeSH and GO associations for each cluster
appear at the very bottom of the list, and may look like this:

The graphical display of clusters appears above this list and may look like this:
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Features of the color-coded cluster image

Experiments or samples are aligned and numbered along the x-axis of the image matrix,
while the cluster groups are aligned along the y-axis of the image matrix

The mean expression value is calculated for each cluster and represented by a color
code

- Mean expression values greater than zero are colored red. Bright red colors indicate
more up-regulated expression values

- Mean expression values lower than zero are colored green. Bright green colors indicate
more down-regulated expression values

- Mean expression values equal to zero are colored yellow.

Placing the mouse scroll over the color code for each cluster and experiment/sample will
reveal the Mean expression value for the cluster in that experiment/sample.

Clicking on a cluster name (e.g., "Cluster 3, 75 IDS") or the lines pointing to that cluster,
will instruct the program to build a color coded image for that individual cluster. This
image will be opened in a new browser window

The color coded image that represents each individual cluster has almost identical
features to the main cluster image, with the following differences:

- The color codes are now based on the actual expression value for individual IDs in each
experiment/sample.

- The hyperlinks to other PubGene tools and associations now link to the associations for
that individual ID.

The user may then submit any of the clusters to other PubGene modules (such as MeSH or GO
Associations or Subset Networks) by clicking on the appropriate symbol under the cluster
number.

GO — will take you to Gene / Protein to GO tool for the cluster
MeSH -- will take you to Gene / Protein to MeSH tool for the cluster
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Lit -- will take you to Boolean Literature Search tool for the cluster

List -- will list all the genes or proteins in the cluster, and the expression values
Net -- will take you to the Literature Subset Networks tool for the cluster
Seq -- will take you to the Sequence Subset Networks tool for the cluster

On top of the output page, clusters will be linked based on their similarity in terms of MeSH only,
GO only, or MeSH and GO for each cluster.

Cluster Similarity Score
- The clusters similarity score for MeSH or GO terms is the mean of overlapping MeSH terms from
all the associated MeSH or GO terms for each cluster.
- The combined similarity score is the average of the MeSH term based clusters similarity and the
GO term based similarity

Cluster Similarity Network Graph
- The nodes on the network graph represent each cluster and they are hyperlinked to a listing of the
top ten MeSH and GO associations for each cluster
- The edges on the network graph represent the similarity of MeSH, GO or combined MeSH and
GO between the clusters. The cluster similarity score is labeled to the edge

Examples

Let us download a file from the list of sample files from the Literature and Expression Analysis
module, for example “fib_16h.pg”, and submit it to Cluster Analysis module using the default
parameters, except for the “Value column, end” which should be set to 2 since this file contains
only one value column. We will also check the box “Data (value) type” to indicate that the data is
ratios. We will choose “MeSH"” as similarity criteria.
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The output will look like the following. PubGene has now clustered the genes using K-mean
clustering method, and the clusters can now be submitted directly to other PubGene modules,
such as MeSH or GO Associations, Literature Search, or Subset Network.
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(continued...)

(continued...)
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Chromosome Query

This tool provides you an alternative means of information input. You may enter chromosomal
regions rather than genes (either 1 or 2 regions). The tool will then identify all the genes located
in the region(s) and will build the literature associations between the genes in those regions.

Explanation of output

You will see a graph that links the genes within 1 or 2 chromosomal regions to each other.
Please note that the genes found in region 1 will be colored in blue, and genes from the region 2
will be colored in yellow. First and second order neighbors of these genes will be colored in red
and black, respectively. Please note that links are listed in the statistical probability terms.
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Below the graph you will see the lists of genes in regions 1 and 2:

With buttons in the top part you can send the entire set of gene found on the chromosomal region
1 to other PubGene tools. Lit button will send the set to Boolean Literature Search tool, MeSH
button will send the set to MeSH to Gene/Protein retrieval tool, GO button will send the entire set
to the GO to Gene/Protein tool, Chem button will send the entire set to the Compound to
Gene/Protein Tool.

Below this list you will see a table that lists all the individual genes in the chromosomal region,

their strand orientation, and their start and stop codons as well as links to the sequence
information and other PubGene tools. Please note that clicking on the buttons in the table will
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take you to PubGene tools for the individual gene or protein, and not to the entire set like the
buttons above the table.

For both Region 1 and 2 the table output that summarizes the associations for each individual 1D
annotated to those regions is organized into eight columns:

Symbol: The gene or protein identifier annotated to the chromosomal region.
Refseq A link to the NCBI's Refseq database
Start bp: The transcription start base pair positions for the identifier annotated to
that region
End bp: The transcription end base pair positions for the identifier annotated to
that region
Exon Count: The number of Exons for that gene
Map : The Chromosomal cytoband map position for the gene annotated to that
region
Strand: Sense(+) or Anti-sense(-) strand.
Tools: Links to PubGene tools for the Gene or Protein
o Net Literature Network Browser,
Lit Literature Boolean Search,
Seq Sequence Homology Network Browser,
GO Gene Ontology Associations,
MeSH Medical Subject Heading Associations,
Chem Chemical & Compound Associations,
Var Sequence Variations Search

O O0O0OO0OO0OOo
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Examples

The default parameters of this tool are set to provide you with an example of the proper input for
chromosomes 13 and 17.

Simply click the Submit button and view the output:
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Appendix: Input fields and parameter settings

Annotate graph
- use this to add Function, Component, Processes, Chemical Compound or Disease
information to your literature or sequence networks. (NB, SB

Boolean search expression
use this field to enter a Boolean search expression. The allowed Boolean operators are:
AND, OR, and NOT. Please note that the NOT operator can only be used in combination
with AND. When AND and OR operators are combined, the query is parsed by assuming
that the expression is given in conjunctive normal form (CNF). That means that the OR
operator has precedence over the AND operator. For example, the query “TNF AND
S100A4 OR RB1” will be interpreted as “TNF AND (S100A4 OR RB1)". Examples of
search terms: TP53 (gene name), EGFR (protein name), 1622_at (Affy ID), 241648
(ImageClone ID), Al262683 (GeneBank ID), or Hs.100007 (UniGene ID). (LS)

Case mode
- use this field to select whether the search should be case sensitive or not.

Chromosome
- use this field to select chromosome(s) relevant for your data

Clear field
- remove previous input

Clustering Method
- use this to select the clustering method. Currently, K-mean Clustering is available

Color scheme
- use this to select the color scheme to be used in the displayed graphs: red-green and
blue-yellow (for color-blind users) options are available

Column header line?
- check this if your file contains header line (most Affymetrix files do). It will tell PubGene
to start analysis from the second line, which will contain the first experimental results

Cover multiplicity
- use this parameter to determine the number of times each gene or protein should be
covered (e.g., if "Cover Multiplicity" is set to 1, only one article will be listed for each best
match found). (SC)

Data (value) type
- check this check-box to make the algorithm to calculate log-ratios before performing the
calculations. This should be checked for ratios and probabilities (p-values).

Edge weight limit

- use this to set the minimum or maximum weight (strength) for including an
association in a network. The behavior depends on the network (association) type as
follows:

- literature (co-occurrence count): for this network type, the limit will be a minimum, i.e.,
no edge with a lower co-occurrence count will be included

- literature (probabilistic) or sequence homology: for these network types, the limit will
be a maximum, i.e., no edge that is more probable to be random will be included

(NB, SB
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File to upload
-you may choose to upload a file that contains multiple gene or protein identifiers in
proper format, as the alternative means for input. All identifiers should be in the same
column of the file, and the file should be in tab-delimited format. (SB, MG

Gene or Protein ID
- use this field to input a gene or protein search term. The submitted search term must
correspond to the selected query term type, i.e., gene names or gene IDs if “Genes” are
selected for the Query Term Type, in a proper symbol format, e.g., TP53, EGFR, 1622_at
(Affy ID), 241648 (ImageClone ID), Al262683 (GeneBank ID), or Hs.100007 (UniGene
ID). (NB, MG

Graph size
-use this to choose the size of the graph that fits best with your browser settings. (NB

Hide Menu
- Hides menu from view, allowing more space for output on screen

Include address ID
- check this if you wish to see the list of MeSH IDs associated with each MeSH term
(MG

Index for ID column
-if you have uploaded the file, please indicate which column contains gene or protein IDs
(SB, MG

Input ID type
- use this to select the type of identifiers used in your input data. Currently, you can
choose between identifiers such as primary symbols for genes or proteins, Gene Bank
accession numbers, ImageClone IDs, UniGene Cluster IDs, or Affymetrix probe IDs.

Input terms
- enter your search term(s) as a keyword (such as “neoplasm”) or in proper MeSH format (such
as D019008). If more than one term is added, they should be separated by a comma or a
semicolon, such as D019008, D001943
- enter your search term(s) as keywords (such as glycolysis) or in proper GO format (such as
G0:0006096). If more than one term is added, they should be separated by a comma or a
semicolon, such as GO:0006096, GO:0005215,G0:005634

Keyword
- use this field to enter a keyword-like search term such as a disease, a process, or a
chemical compound. Please note that PubGene works with pre-set dictionaries of
keyword search terms that are based primarily on MeSH and GO dictionaries.
Hence, if your search term did not match any of the existing terms, please look for
the proper term using the Name Search Tools module. (NB, SB

Keyword Search
- use this field to enter a search keyword to explore sequence variations associated to
that keyword. The keyword may be any annotation in text format (or simply part of such)
from MeSH, GO or OMIM terms and may include regular expression characters

Max branch
- use this to set the maximum number of neighbors of input search term(s) to be included.
Note that this is a soft limit in the sense that in case of ties (when a node has several
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neighbors with the same association strength), the algorithm will try to add up to 3 more
neighbors on the same level if they have the same association strength to the current
node. (NB, SB

Max branch (2)
- use this to set the maximum number of neighbors of non-input search term(s) to be
included. Again, as in Max branch, this is a soft limit in the sense that in case of ties
(when a node has several neighbors with the same association strength), the
algorithm will try to add up to 3 more neighbors on the same level if they have the
same association strength to the current node. (NB, SB

Max depth
- use this to set the maximum depth at which to include nodes displayed in a network.
The input search term(s) are defined to have depth 1. Thus, depth 2 corresponds to
neighbors of the input search term(s), and depth 3 corresponds to neighbors of
neighbors, and so on. (NB, SB

Max nodes
- use this to set the maximum number of nodes to include in a network. (NB, SB

Maximum lteration
- use this to determine the maximum number of iterations to run.

MeSH categories
- select the MeSH categories in which to search for associated MeSH terms. (MG,

Number of Graphs
- determines the number of graphs displayed at the output. The neighborhoods that
scored highest according to the parameters set will be displayed. All other neighborhoods
can be viewed as the list below the graphs if the option "Links for All Neighbors" is
selected.

Number of header rows to skip
- if your file contains header rows, indicate how many. (MG,

Number of Neighbors
- determines the number associations to be displayed for each node. Please note that
more populated graphs take longer time to be generated.

Number of Nodes
- determines the maximum number of genes or proteins displayed in each graph.
Ontology categories
- select the ontology categories in which to search for associated GO terms.
Output format option
-If 'Full' option is chosen, a complete list of all items is given. If '‘Compact' options, only
the top 10 items for each selected content are to be listed.
Paged output
- check this if you wish to receive the output page-by-page rather than in a continues list
(LS, SC, MG

Primary Keyword Genes or Proteins
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- use this field(if you have entered a Keyword ) to select the number of primary genes
or proteins associated to the keyword. The PubGene program will then explore the
literature for neighbors for these primary genes or proteins, based on the "Max depth"
you have chosen. Each gene or protein neighbor that is selected to be on the
network will have a literature relationship to the keyword. The primary genes or
proteins will be colored red on your network. (NB, SB

Query term type
- use this to select the type of identifiers used in your input data, such as Genes or
Proteins (NB, SB, LS, SC, MG

Region 1 (2), Start, End
- use these fields to chromosomal regions 1 and 2, starting from and ending after a
certain base pair number

Score Depth
- determines to which depth or how far away from the center the scoring function should
look. The term (i.e., gene or protein) in question is defined to have depth 1, score depth 2
looks at the term and its first-order neighbors, etc.

Score calculation

- determines whether the algorithm will score the neighborhood networks by using the
nodes (i.e., genes or proteins) or the edges (i.e., associations) between the nodes.
The two available calculation schemes are

- "By nodes " will make the final value to be calculated to be the mean of the
calculated values for each of the genes or proteins in the cluster. This option tends to
favor smaller clusters. Often (but not always) this may identify genes that code for
subunits of a complex protein, or genes that code for a receptor and its ligand, or, for
proteins, the corresponding units.

- "By edges " will make the final value to be calculated to be the mean of the calculated
values for each of the edges, where the edge value is calculated as the mean of the
connected nodes. This option tends to favor larger, tightly connected clusters since
genes or proteins with many edges are counted once for each edge. Often (but not
always) this may identify genes or proteins that belong to the same pathway.

Score Criterion

- determines what the algorithm will rank as the most interesting neighborhoods in the
analysis. The score of each gene neighborhood is determined by the expression
levels of the gene and the closest neighbors determined by the previously explained
parameters. The available modes are:

- "Any change " - will find clusters that contains genes or proteins that are both down-
and up-regulated, and the greater the absolute values of the expression, the higher
the cluster scores.

- "Common change " - will identify clusters that contain only up- or only down-
regulated genes or proteins. Again, the greater the up- or down- regulation, the
higher the cluster scores.

- "Up-regulation " - will identify clusters with only up-regulated genes or proteins.

- "Down-regulation " - will identify clusters with only do-regulated genes or proteins.

- No change " - will identify clusters with no change in expression levels.

Score Max Size
- determines the maximum size of the neighborhood used to score a given term. If there
are more "neighbors" in the neighborhood to the score depth used, this maximum size
will override the score depth parameter, and only this number of genes will be used to
calculate the literature expression score.
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Search expression
- use this field to enter the search expression to use, a gene name such as “p53” or a
combination of words such as “breast cancer”, or “estrogen receptor”. The search
expression may be any string (symbol, name, or part of such) and may include regular
expression characters. In the latter case, "." (dot) matches any character, “.* " matches
any character 0 or more times, and ".+" matches any character 1 or more times; a literal

" is matched by "\.")

Search fields
- use this field to select in which data fields to search for primary ID.

Select Network (association) type  (NB, SB

- use this to select the type of association network to use for your analysis:

- literature : co-occurrence count that will report you the number of abstract search
term has been found with all other terms in the database

- literature (prob): probabilistic (or statistical) literature association that will report a
statistical strength linking the search term with other terms (of query term type) in the
database

- sequence : sequence homology that will report the probability (e-value) of the
alignment between the search term with other terms, with a cut-off of 0,001

Select organism
- use this to choose the organism relevant for your data (NB, SB, LS, SC, MG,

Search term
- use this field to input a search (query) terms. The submitted search terms must
correspond to the selected query term type, i.e., gene names if “Genes” are selected for
the Query Term Type, in a proper symbol format, and separated by comma or semicolon
e.g., TP53,EGFR,INS. Examples of search terms: TP53 (gene name), EGFR (protein
name), 1622_at (Affy ID), 241648 (ImageClone ID), Al262683 (GeneBank ID), or
Hs.100007 (UniGene ID). (SB, SC

Show menu
- restores input menu

Similarity between clusters
- choose if you want to check MeSH or GO similarity between resulting clusters

Simple options
- changes input menu to simple version (less options)

Single term-scoring
- use this to select whether each associated term should be scored in a relative,
probabilistic, or absolute manner with respect to each query term
-“Relative " means that for a given gene or protein, all terms are quantified relative to the
term with the highest score for this gene or protein. Thus, the score of each term will be
divided by the score of the most important term (i.e., the term with the highest score)
-“Absolute " means that for a given gene or protein, all terms are quantified in absolute
numbers. Thus, if the query contains only one gene or protein, this will report the number
of abstracts the particular term was found in together with the gene or protein in question.
The score is 1 if a term is found in one article together with a gene or protein, 2 if itis
found in 2 articles, and so on
-"Probabilistic " scoring scheme takes into account both the total number of references
for the query term and the associated term. This essentially highlights the specific terms
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for the genes or proteins, eliminating confounding due to popularity of a term across the
text database such as MEDLINE
(MG,

Sort by
-use this field to select a sorting option to format the tabular output for sequence
variations. The sequence variations can be sorted by descending or ascending PubMed
ID and by the chronological listing of the search (query) terms

Summary content
-check the fields to select the items you wish to get the summary for

SVG graphics
- check this to use SVG graphics. SVG graphics for network supports hyper-linked edges in
network graphs, allowing you to click on edges and go directly to what the edge describes
(normally, articles where the two terms linked are co-cited together) (NB, SB

Term combination

- use this to determine how the score for each associated term with respect to each
guery term should be combined into a score for the associated term with respect to
the set of terms in the query.

- “Conjunctive " means that when terms are combined for several genes or proteins,
the relative or absolute scores for each gene are multiplied.

- “Disjunctive " means that when terms are combined for several genes or proteins,
the relative or absolute scores for each gene are added.

- “Individual " means that no term combination is used

(MG

Upload file
- click this to change to file loading options in Network Browser.

Value column
- use this to tell the program which column of your file contains the set of data values

Value column (start)
- use this to tell the program which column of your file contains the first set of data values

Value column (end)
- use this to tell the program which column of your file contains the last set of data values

Variation categories
- use this field to select the categories of sequence variations in which to search for, such
as DNA aberration, deletion, duplication, insertion, inversion, indel, point mutation, or
small sequence repeat (SSR)

PubGene tools utilize an automatic lookup to find the correct identifier (Primary Symbol) for an
input query term. In all tools except the MeSH to Gene / Protein, GO to Gene / Protein, and
MeSH and GO Search tools, the query term may be a gene or protein name or an ID from
Affimetrix, Image Clone, Gene Bank, SWISSPROT or UniGene). This is done in order to allow the
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user to input a gene or protein alias and/or a symbol with a non-standard capitalization. For a
given input term type, the lookup will try to find the best match for a given input query term in the
following way:

As primary symbol: Does the input string correspond to a primary symbol?

As case translation of a primary symbol: Does the input string correspond to a primary
symbol when disregarding capitalization.

As alias symbol: Does the input string correspond to an alias symbol?

As case translation of an alias symbol: Does the input string correspond to an alias
symbol when disregarding capitalization?

As primary symbol for the corresponding protein if the query term type is gene and vice
versa.

As an Affymetrix probe ID.

As a UniGene cluster ID: Does the input string match a UniGene cluster ID of the
selected organism; note, the UniGene ID must include the two-letter organism code and
the period (dot) between the organism code and the number.

As an IMAGE clone ID; only all-numeric input strings may match.
As a GenBank Accession number.

If the automatic lookup takes place, PubGene will warn you that translation has been made and
indicate the proper Primary Symbol In the output graphs and tables, all genes or proteins will be
assign their Primary Symbols.

In the MeSH to Gene / Protein, GO to Gene / Protein, Chemicals and Compounds and MeSH and
GO Search tools, the query term may be a MeSH or GO term or a chemical compound, or a
keyword describing a chemical compound, a MeSH or a GO term.

As gene identifiers, PubGene generally uses the official gene symbol from the official
nomenclature committee(s) for these organisms. Primary symbols for human genes in PubGene
are normally those that are used by HUGO. Mouse genes are assigned primary symbols based
on the Jackson Laboratory nomenclature guide. Rat genes are assigned primary symbols based
on their human equivalents, according to the standard rat nomenclature rules. Yeast genes are
assigned according to the SGD (Saccharomyces Genome Database, Stanford), and cow genes
according to LocusLink. E-coli gene names were assigned primary symbols based on GeneBank
information. A. thaliana gene symbols were taken from the TAIR (The Arabidopsis Information
Resource) database and primary symbols were assigned according to the AGI (Arabidopsis
Genome Initiative) rules.

As protein identifiers, PubGene uses the corresponding Swiss-Prot identifier without the
_ORGANISM string for all species.

When PubGene creates association networks or associates MeSH and GO terms to genes and

proteins, PubGene uses all known gene and protein aliases and then combines information from
all aliases for each gene and protein.
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